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ABSTRACT 

Object detection and recognition on hardware platforms play a very significant role in 

developing driver assistance systems (DAS) with limited computational resources. 

Object detection for DAS is a multi-class detection problem that involves detecting 

various objects like cars, auto, traffic lights, bicycles, pedestrians, traffic signs, etc. 

DAS also requires accuracy, speed, and sensitivity for detecting these objects in various 

challenging conditions. The lighting and weather conditions pose serious challenges for 

an accurate object detection for DAS. The thesis proposes three separate architectures 

for Traffic Sign Recognition (TSR), Traffic Sign Detection(TSD), and on-road object 

detection in rainy conditions. The proposed TSR network is based on Convolutional 

Neural Network(CNN) and uses spatial and color transformation networks to improve 

the accuracy of recognition in various illumination conditions. The thesis also proposes 

a speed-efficient and lightweight fully CNN architecture for traffic signs and other on-

road object detection in rainy conditions. The proposed architecture uses a CNN-based 

de-raining network with a custom Structural Similarity Index Measure (SSIM) loss 

function in the object detection pipeline which can give accurate performance in limited 

computational and memory resources. The object detection architecture contains some 

modifications to existing SSD architecture to make it more hardware efficient and 

improve accuracy on small objects. It uses a trainable color transformation module 

using 1x1 convolutions for handling the adverse lighting conditions encountered in 

DAS. The architecture uses feature fusion and dilated convolution approach to enhance 

the accuracy of the proposed architecture on small objects. The datasets available for 

object detection in DAS are very imbalanced so the class weight penalization technique 

is used to improve the performance of the architecture on scarcely present objects. The 

performance of the architecture is evaluated on three well-known datasets Kitti, 

Udacity, and Indian Driving Dataset for on-road objects and German Traffic Sign 

Detection Benchmark (GTSDB) and Tsinghua-Tencent 100k dataset for TFD. The 

architecture achieves satisfactory performance in terms of Mean Average Precision 

(mAP) and detection time on all these datasets compared to existing datasets. The TFD 

architecture only requires 11 MB for storage which is almost ten times better than 

previous architectures. The TFD architecture has one-sixth parameters of the best 

performing architecture and fifty times fewer floating-point operations per second 

compared to other similar implementations. The on-road object detection architecture 
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requires three times fewer hardware resources compared to existing architectures. The 

lightweight nature of the proposed architecture and modification of CNN architecture 

with TensorRT allows the efficient implementation on the Jetson Nano hardware 

platform for prototyping which can be integrated with other intelligent transportation 

systems. 

  



 

 

xi 

 

Acknowledgment 

It is a pleasant occasion to express my gratitude to all those who have contributed and 

motivated me during my Ph.D work.  

I would like to express my heartfelt gratitude to my source of energy, my supervisor 

Dr. Chirag N. Paunwala, Professor, Sarvajanik College of Engineering and Technology, 

Surat, for his continuous support and kind guidance throughout the tenure of my 

research. He has remained and will continue to remain a source of never-ending 

inspiration. I am very much obliged to him for his profound approach, motivation and 

spending valuable time to mold this work and bring a hidden aspect of research in a 

light. I am blessed to have such a wonderful teacher as my mentor.  

I extend the special thanks to my Doctorate Progress Committee members, Dr. Niteen 

B. Patel, Associate Professor, Electronics and Communication Engineering 

Department, SCET, Surat, and Dr. H i r e n  M e w a d a , Electrical Engineering 

Department, Prince Mohammad Bin Fahd University, Kingdom of Saudi Arabia, for their 

valuable comments, useful suggestions and encouragement to visualize the problem 

from the different perspective. Their humble approach and the way of appreciation for 

good work have always created an amenable environment and boost-up my confidence 

to push the limit. 

I would also like to convey my gratitude towards my parent institute, Sarvajanik 

College of Engineering and Technology, SCET, for providing all kinds of support for 

my research work. Special thank is needed for my own Department of Electronics and 

Communication Engineering, SCET for extended support and motivation. I am also 

thankful to my colleagues faculties, other friends, and well-wishers at the SCET for all 

the support and motivation they have extended to me during my research work.  

I also would like to thank Ms. Bhumika Desai, Mr. Ravindra Pawar, and Mr. Chaitanya 

Desai from SCET for their extended help in arranging infrastructures and all the 

preparations needed to conduct the DPC presentation at SCET every semester and in 

open seminar too.  

It is a destiny to have parents and a family that I have. The words are not enough to 

express my gratitude towards my father Vidyutbhai Vaidya, mother Sandyaben Vaidya, 



 

 

xii 

 

brother Hardik Vaidya and grandmother Bhartiben Joshi, who have been a great moral 

support and have contributed to my work a lot in different ways. I would also like to 

thank Mr. Shital Joshi who is also my maternal uncle for guiding and helping me during 

my tough times. I would also like to thank Mr. Umang Shah, Mr. Ankit Patel, and Mr. 

Ayush Vyas for their valuable support. 

I owe special thanks to my grandmother Mrs. Urmilaben Vaidya who was my real 

strength and support. She is no more with me but her memories will always be a guiding 

force for me.  

The chain of gratitude is never-ending. Several others have played a significant role in 

my success and whose names I have failed to mention. I extend my sincere thanks to 

all such disguised forces, and one and all who have contributed directly or indirectly in 

achieving my ambition.  

During this time, I always remain blessed by Shri Saibaba, and I express my broad 

sense of gratitude to the almighty for his grace and blessing. 

 

Vaidya Bhaumik Vidyutkumar 

 

 

 

 

 

 

 

 

 

 



 

 

xiii 

 

Table of Contents 
DECLARATION ............................................................................................................ i 

CERTIFICATE .............................................................................................................. ii 

Originality Report Certificate ....................................................................................... iv 

Copy of Originality Report ........................................................................................... iv 

PhD THESIS Non-Exclusive License .......................................................................... vi 

Thesis Approval Form ............................................................................................. viii 

ABSTRACT ............................................................................................................... viii 

Acknowledgment .......................................................................................................... xi 

List of Abbreviation .................................................................................................... xvi 

List of Figures .......................................................................................................... xviii 

List of Tables ............................................................................................................... xx 

1. Introduction ............................................................................................................ 1 

1.1 Basics of object detection and classification ................................................... 1 

1.2 Motivation ....................................................................................................... 5 

1.3 Objective and scope of work ........................................................................... 5 

1.4 Contribution of the thesis ................................................................................ 6 

1.5 The flow of the thesis ...................................................................................... 7 

2. Literature Survey ................................................................................................... 8 

2.1 Methods used for object detection .................................................................. 8 

2.1.1 Object detection based on feature extraction ........................................... 8 

2.1.2 Silhouette based object detection ........................................................... 20 

2.1.3 Comparison of feature-based and shape-based methods ....................... 22 

2.2 Introduction to the deep learning approach ................................................... 22 

2.3 Artificial Neural Network (CNN) ................................................................. 24 

2.4 Convolutional Neural Network (CNN) ......................................................... 26 

2.4.1 Convolution Layer ................................................................................. 28 

2.4.2 Pooling Layer ......................................................................................... 30 

2.4.3 Flattening Layer ..................................................................................... 31 

2.4.4 Fully Connected Layer ........................................................................... 31 

2.4.5 Additional Layers................................................................................... 31 

2.4.6 The training procedure for CNN ............................................................ 32 

2.5 Well-known CNN Architectures ................................................................... 33 

2.5.1 LeNet-5 .................................................................................................. 33 

2.5.2 AlexNet .................................................................................................. 33 

2.5.3 ZFNet ..................................................................................................... 34 

2.5.4 VGGNet ................................................................................................. 34 



 

 

xiv 

 

2.5.5 GoogleNet .............................................................................................. 34 

2.5.6 ResNet .................................................................................................... 35 

2.5.7 MobileNet .............................................................................................. 36 

2.5.8 Comparison of well known CNN architectures for object recognition . 36 

2.6 The use of CNN in object detection .............................................................. 37 

2.6.1 R-CNN ................................................................................................... 38 

2.6.2 Fast R-CNN ........................................................................................... 39 

2.6.3 Faster R-CNN ........................................................................................ 40 

2.6.4 You Only Look Once (YOLO) .............................................................. 41 

2.6.5 Single-Shot Multi-Box detector  (SSD) ................................................. 42 

2.6.6 Performance comparison of different CNN based object detection 

architectures ......................................................................................................... 44 

2.7 Concept of transfer learning for training CNN architectures ........................ 45 

2.8 Implementation of object detection and classification architectures on 

hardware platforms .................................................................................................. 47 

2.9 Summary of object detection and classification architectures for driver 

assistance system proposed in the literature ............................................................ 51 

2.10 Research gap .............................................................................................. 55 

3. Traffic Sign Classification ................................................................................... 56 

3.1 Introduction ................................................................................................... 56 

3.2 Proposed System Architecture ...................................................................... 57 

3.2.1 Color Transformation Network (CTN) .................................................. 58 

3.2.2 Spatial Transformer Network (STN) ..................................................... 58 

3.2.3 Proposed CNN architecture ................................................................... 59 

3.2.4 Jetson Nano embedded platform ............................................................ 60 

3.3 Experimentation results for the proposed architecture .................................. 61 

3.4 Implementation on mobile and embedded devices ....................................... 66 

3.5 Summary ....................................................................................................... 67 

4. Traffic Sign Detection.......................................................................................... 68 

4.1 Introduction ................................................................................................... 68 

4.2 Proposed Traffic Sign Detection Architecture .............................................. 70 

4.2.1 Color Transformation Network (CTN) .................................................. 71 

4.2.2 Understanding the convolution operation .............................................. 72 

4.2.3 Calculating the cost of computation for convolutional layers ............... 72 

4.2.4 Calculating the receptive field ............................................................... 73 

4.2.5 Feature Fusion Network ......................................................................... 74 

4.2.6 Activation functions ............................................................................... 75 

4.2.7 Loss Function for training ...................................................................... 76 



 

 

xv 

 

4.3 Implementation and results ........................................................................... 77 

4.3.1 Experimentation results on GTSDB ...................................................... 77 

4.3.2 Experiment results on Tsinghua-Tencent 100K .................................... 79 

4.3.3 The computational efficiency of the architecture .................................. 80 

4.4 Traffic light detection and classification ....................................................... 83 

4.5 Summary ....................................................................................................... 85 

5. On-road object detection under complex conditions ........................................... 86 

5.1 Introduction ................................................................................................... 86 

5.2 Proposed object detection pipeline in rainy conditions ................................. 88 

5.2.1 Proposed image de-raining architecture................................................. 88 

5.2.2 The proposed object detection architecture ........................................... 90 

5.2.3 Feature Fusion Network ......................................................................... 91 

5.2.4 Data Augmentation Techniques ............................................................. 92 

5.2.5 Loss Function with hard negative mining and Class Weight Penalization

 92 

5.2.6 Optimization using TensorRT................................................................ 93 

5.3 Experimentation results of the proposed pipeline ......................................... 94 

5.3.1 Implementation results for de-raining network ...................................... 94 

5.3.2 Implementation results of Object Detection Architecture ..................... 96 

5.4 Implementation results of combined Architecture ...................................... 103 

5.5 Summary ..................................................................................................... 104 

6. Conclusion and Future Work ............................................................................. 106 

6.1 Conclusion ................................................................................................... 106 

6.2 Future work ................................................................................................. 106 

References .................................................................................................................. 108 

List of Publications .................................................................................................... 120 

 

 

 

 

  



 

 

xvi 

 

List of Abbreviation 

DAS  Driver Assistance System 

TSR  Traffic Sign Recognition 

TSD  Traffic Sign Detection 

CNN   Convolution Neural Network 

SSIM  Structural Similarity Index Measure 

SSD  Single Shot Multibox Detector 

IDD  Indian Driving Dataset 

GTSDB German Traffic Sign Detection Benchmark 

mAP  Mean Average Precision 

MRI   Magnetic Resonant Images 

CCTV  Closed Circuit Television 

ADAS  Advanced Driver Assistance System 

FAST  Features from Accelerated Segment Test 

SIFT  Scale Invariant Feature Transform 

LoG  Laplacian of Gaussian 

DoG  Difference of Gaussian 

SURF  Speeded Up Robust Features 

LBP  Local Binary Pattern 

LSH  Locality Sensitive Hashing 

FDCM  Fast Directional Champher Matching 

FLANN Fast Library for Approximate Nearest Neighbors 

ANN  Artificial Neural Network 

ReLU  Rectified Linear Unit  

DL  Deep Learning 

ML  Machine Learning 



 

 

xvii 

 

CPU  Central Processing Unit 

GPU  Graphics Processing Unit 

LRN  Local Response Normalization  

MAE  Mean Absolute Error 

MSE  Mean Square Error 

ILSVRC ImageNet Large Scale Visual Recognition Competition 

FCL  Fully Connected Layers 

NMS  Non-Maximum Suppression 

IoU  Intersection over Union 

NLP  Natural Language Processing 

TSD  Traffic Sign Detection 

TSC  Traffic Sign Classification 

HOG  Histogram of Oriented Gradients 

SVM  Support Vector Machine 

CTN  Color Transformer Network 

STN  Spatial Transformer Network 

GTSRB German Traffic Sign Recognition Benchmark 

BTSD  Belgium Traffic Sign Dataset 

ADAM Adaptive moment Estimation 

ELU  Exponential Linear Unit 

MAC  Multiply and Accumulate 

FLOPs  Floating-point Operations Per Second 

GTSDB German Traffic Sign Detection Benchmark 

DSC  Discriminative Sparse Coding 

SMOTE Synthetic Minority Oversampling Technique 

 

 



 

 

xviii 

 

List of Figures 

Figure 1-1 Types of object detection systems [4] .......................................................... 2 

Figure 1-2 Challenges in object detection ..................................................................... 3 

Figure 2-1 Flowchart for feature-based object detection ............................................... 8 

Figure 2-2 Harris Corner Detection [4] ....................................................................... 10 

Figure 2-3 Feature extraction results using FAST algorithm [4] ................................. 11 

Figure 2-4 Flowchart for SIFT Algorithm [17] ........................................................... 12 

Figure 2-5 Object Detection using SIFT [4] ................................................................ 14 

Figure 2-6 Flow Chart of SURF algorithm .................................................................. 15 

Figure 2-7 Object detection using SURF [4] ............................................................... 16 

Figure 2-8 Haar-like features ....................................................................................... 17 

Figure 2-9 Face detection using Haar Cascade ............................................................ 17 

Figure 2-10 LBP feature calculation ............................................................................ 18 

Figure 2-11 Flowchart and result for contour base object detection [21] .................... 21 

Figure 2-12 Feature extraction for object classification in deep learning methods [12]

...................................................................................................................................... 23 

Figure 2-13 Simple neuron architecture [12] ............................................................... 24 

Figure 2-14 Layerwise CNN architecture [12] ............................................................ 27 

Figure 2-15 Explaining convolution operation ............................................................ 28 

Figure 2-16 Convolution layer output for a sample image .......................................... 29 

Figure 2-17 Output after applying maximum pooling ................................................. 30 

Figure 2-18 Inception module architecture [37] .......................................................... 35 

Figure 2-19 (a) Simple CNN block (b) Residual block [38] ....................................... 36 

Figure 2-20 Top-5 error rate of CNN architecture ....................................................... 37 

Figure 2-21 Flowchart of computation in R-CNN architecture [40] ........................... 38 

Figure 2-22 Flowchart of computation in Fast R-CNN architecture [3] ..................... 39 

Figure 2-23 YOLO algorithm for object detection [42] .............................................. 41 

Figure 2-24 Image with ground truth (b) 8×8 Feature map (c) 4×4 feature map (d) Entire 

SSD architecture [41] ................................................................................................... 43 

Figure 2-25 Comparing mAP and FPS using scatter plot ............................................ 44 

Figure 3-1 Design of the proposed architecture ........................................................... 57 

Figure 3-2 The architecture of STN [92] ..................................................................... 58 



 

 

xix 

 

Figure 3-3 Plot of accuracy vs epochs for different optimizers ................................... 62 

Figure 3-4 Plot of accurcy vs epochs for ADAM optimizers ...................................... 63 

Figure 3-5 Traffic signs with correct predictions ........................................................ 64 

Figure 3-6 Prediction results for images from the web................................................ 64 

Figure 3-7 Traffic sign images which are wrongly classified by the architecture ....... 65 

Figure 3-8 Comparison of classification accuracy of the proposed algorithm with other 

architectures ................................................................................................................. 65 

Figure 3-9 Traffic sign classification result on Jetson Nano ....................................... 66 

Figure 3-10 Traffic sign classification using mobile camera....................................... 66 

Figure 4-1 Proposed TSD architecture ........................................................................ 70 

Figure 4-2 Calculation of receptive field size .............................................................. 73 

Figure 4-3 Architecture for feature fusion module ...................................................... 75 

Figure 4-4 Results of traffic sign detection on GTSDB .............................................. 78 

Figure 4-5 Comparison of mAP values on different image sizes ................................ 79 

Figure 4-6 Results of traffic sign detection on Tsinghua-Tencent 1000K dataset ...... 80 

Figure 4-7 Comparison of mAP values with other architectures ................................. 80 

Figure 4-8 Comparison of inference time with other architectures ............................. 81 

Figure 4-9 Comparison of memory requirement with other models ........................... 81 

Figure 4-10 Traffic sign detection results on Jetson Nano .......................................... 83 

Figure 4-11 Results of traffic light detection ............................................................... 84 

Figure 4-12 Accuracy and loss curves for traffic light classification .......................... 84 

Figure 4-13 Results of traffic light classification ........................................................ 85 

Figure 5-1 Proposed de-raining architecture................................................................ 88 

Figure 5-2 Proposed object detection architecture ....................................................... 90 

Figure 5-3 Architecture of feature fusion module ....................................................... 92 

Figure 5-4 Visual comparison between different de-raining methods......................... 95 

Figure 5-5 Results on Kitti dataset............................................................................... 97 

Figure 5-6 Results on Indian driving dataset ............................................................. 100 

Figure 5-7 Results on udacity self-driving car dataset............................................... 101 

Figure 5-8 Detection failure by the proposed architecture ........................................ 102 

Figure 5-9 Results of object detection on rainy images ............................................. 103 

Figure 5-10 Performance comparison of proposed architecture on DAWN dataset . 104 

 



 

 

xx 

 

List of Tables 

Table 2-1 Comparing different feature extraction algorithms  in terms of various 

parameters .................................................................................................................... 20 

Table 2-2 Comparison between ML and DL techniques ............................................. 23 

Table 2-3 Performance comparison of CNN architectures in object recognition ........ 37 

Table 2-4 Performance of different CNN architectures on object detection ............... 44 

Table 2-5 Pretrained architectures trained on COCO dataset for object detection [45]

...................................................................................................................................... 46 

Table 2-6 Comparison between different hardware platforms .................................... 48 

Table 2-7 Feature-wise comparative analysis  between FPGA and GPU ................... 49 

Table 2-8 Comparison between different embedded platforms ................................... 50 

Table 3-1 The layerwise architecture of the localization network ............................... 59 

Table 3-2 Detailed architecture of CNN ...................................................................... 60 

Table 3-3 Hyperparameter values used for GTSRB .................................................... 61 

Table 3-4 Hyperparameter values for BTSD ............................................................... 63 

Table 4-1 Description of various notation used ........................................................... 72 

Table 4-2 Parameter values for training on GTSDB ................................................... 77 

Table 4-3 Comparison of computational performance with other models .................. 82 

Table 5-1 Comparison of SSIM value for different test images .................................. 95 

Table 5-2 Quantitative comparison between different de-raining architectures .......... 96 

Table 5-3 Comparison of execution time between different architectures (in Seconds)

...................................................................................................................................... 96 

Table 5-4 Training setup for object detection architecture .......................................... 97 

Table 5-5 Average precision of all classes in Kitti dataset (in %) ............................... 98 

Table 5-6 Comparison of average precision values with other datasets ...................... 98 

Table 5-7 Comparison of computational complexity with other datasets ................... 99 

Table 5-8 Performance comparison with other architectures on IDD ....................... 100 

Table 5-9 Average precision of various classes in Udacity dataset (in %) ................ 102 

 

 

 



Introduction 

 

1 

 

1. Introduction 

1.1 Basics of object detection and classification 

The amount of image and video data available on the planet is growing day by day. 

Every day, billions of photographs shot from personal mobile devices are uploaded to 

social networking sites [1]. Commercial imaging instruments, which are widely utilized 

for automation in practically all aspects of life, are another source of image data. 

Engineers are using images and video feed for finding out faulty products during 

manufacturing or developing the driver assistance system where a camera mounted on 

the vehicle will continuously monitor surroundings and assist the driver in making 

driving decisions. Medical practitioners use X-ray and MRI images for diagnosing 

certain diseases. Researchers and Scientists use satellite images for exploring space or 

research any product or material at molecule levels. The widespread deployment of 

CCTV cameras in smart cities continuously captures photos or videos for crime 

monitoring and traffic surveillance.  CCTV cameras are the reason behind the 

availability of a large amount of video data which can be used for analysis by many 

machine learning and deep learning algorithms.   

As can be seen from the examples above, a great amount of data is generated every day 

and important information can be extracted from this data. Computer vision is a field 

of computer science that extracts useful information from photographs and aids in the 

conversion of pixel-level information to form that humans can understand.  The field 

of computer vision is not the same as image processing which is concerned with the 

manipulation of images at the pixel level and the output of the algorithm will be a 

visually enhanced image. The output of the computer vision algorithm will be a piece 

of information extracted from the image. Computer vision algorithms can be used for 

object classification, object recognition, Automation in various sectors, AR, VR and 

Machine Vision[2]. 

Object detection is a widely studied problem in computer vision. It deals with 

identifying and localizing objects in an image automatically without human 

intervention [3]. Object classification just deals with identifying the class of an object 
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in the image. These tasks can be trivial for us but computers find it extremely difficult 

to identify and locate the objects in an image. 

The systems developed for object detection can be classified based on the number of 

object classes that it recognizes accurately under difficult conditions based on the view 

of the camera. The classification is as follows: Single class in single view e.g. bottle 

detection in manufacturing line as shown in Figure 1-1(a), Single class in multiple 

views e.g. detecting humans from multiple cameras for a surveillance system as shown 

in Figure 1-1(b), multiple class in single view e.g. detecting humans and mobile phones 

in a single scene as shown in Figure 1-1(c), multiple class in multiple views e.g. Driver 

assistance system to detect human and vehicles as shown in Figure 1-1(d). 

 

 

 

(a) Single class from a single view (b) Single class from multiple views 

 

 

(c) Multiple class from a single view (d) Multiple class from multiple views 

Figure 1-1 Types of object detection systems [4] 

Detecting objects in real-life images can be a challenging task since images can be 

influenced by a variety of elements such as: Change in illumination conditions (Figure 

1-2 (a)), Effects due to shadows (Figure 1-2 (b)), dynamic backdrops (Figure 1-2 (c)) 

and camera jitter (Figure 1-2 (d)) and other types of noises. 
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(a) Illumination Changes [4] 

 

(b) Shadowing Problem [4] 

 
 

(c) Dynamic Background [4] (d) Camera Jitter 

Figure 1-2 Challenges in object detection 

Detecting an object becomes more challenging when an object is rotated, scaled, 

occluding, or cluttered. Many applications necessitate the detection of objects which 

are of more than one class. The speed of processing and accuracy is greatly affected 

when a large number of object classes need to be detected and classified [6]. 

Noisy images or camera jitter can potentially degrade the performance of the system. 

When the background color in the image is the same as the color of an object or when 

the background is dynamic than it further complicated the detection task. Object 

detection provides a chicken-and-egg dilemma in which, to identify the position of an 
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object, the shape of the object must be known, and to know the shape, the location must 

be known [5]. 

In this thesis, the focus will be on object detection and classification for advanced driver 

assistant systems (ADAS) in Indian road scenarios. It involves detecting dynamic and 

static objects such as cars, trucks, animals, motorbikes, traffic signs, traffic lights, and 

pedestrians and making driving decisions from that.  

A self-driving car is a vehicle that can sense its environment and navigate without 

human input. Many such systems are evolving, but as of now, no fully autonomous cars 

are permitted on public roads. They all require a human at the wheel who must be ready 

to take control at any time. Autonomous cars use a variety of techniques to detect their 

surroundings, such as radar, laser light, GPS, odometry, and computer vision. Due to 

advancements in computing platforms that can process images at a very fast rate and 

the availability of large video and image data, computer vision can provide a cheap and 

reliable solution for Self-driving cars.   

In autonomous vehicle applications, it is very important to recognize, track, and detect 

dynamic and static objects such as cars, trucks, animals, motorbikes, traffic signs, 

buildings, and pedestrians. The challenges such as variations in light conditions, large 

variability in deformation, partial occlusion, the presence of shadows, and surrounding 

background clutter effects the performance of such systems. The challenges are even 

more in Indian Road scenarios where lane markings are not proper, locations of traffic 

lights and signs are not uniform, vehicles do not follow lane driving rules, and presence 

of many stray animals on the road. 

Deep learning which is a growing field of computer vision helps to solve this kind of 

challenge without the need for handcrafted features. It only needs large data and 

hardware that can handle it. The drawback of Deep learning is that it will take days to 

train on normal CPUs while the same algorithms on GPU can be completed in hours. 

In GPU we can have 10-100x speed up of same deep learning algorithms over normal 

PC.   

DAS needs to process videos in real-time and take a decision. For that, we require 

hardware that has very large computational power and operates in mobile conditions. 
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GPUs are ideal for this kind of research problem because they can handle large data 

used for deep learning easily. 

1.2 Motivation 

Object detection and classification for Autonomous vehicles are the most active 

research topic in computer vision. Autonomous vehicles use radar, laser light, GPS, and 

computer vision to detect their surroundings. Computer vision provides a cheap and 

reliable solution for detecting the surrounding for DAS. The available computer vision 

solutions are not that accurate and memory efficient. The performance is even more 

degraded also when vehicle surroundings are affected by various weather-related 

challenges.  

The recent invention in deep learning architectures along with the availability of driving 

datasets and computing platforms that allows the processing of these datasets have 

improved the performance of deep learning solutions for DAS. These solutions are still 

not memory efficient and hardware friendly which does not allow their integration with 

existing vehicles. The motivation behind this thesis is to develop a cheap and reliable 

computer vision solution that can detect objects in the surroundings of the vehicle and 

integrate it with existing vehicles. 

1.3 Objective and scope of work 

The envisaged objectives of the research work are: 

 To develop a hardware architecture for object detection for ADAS using deep 

learning on hardware. 

 To design a deep learning architecture that automatically detects and classifies 

an object in stationary camera video scenes which consumes minimum 

hardware resources without affecting the accuracy of the architecture. 

 The architecture should be speed and memory-efficient which allows its 

implementation on Jetson Nano embedded hardware platform. 

 Object detection for DAS is a non-trivial task due to their various shapes and 

types and due to intra-variability objects or visual appearances that depend on 

their pose, size, and color. The illumination changes and poor visibility 

conditions caused by rain or fog also affect the performance of the object 

detection system. The changes in scale, viewpoint, and occlusions by other 
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objects limit the performance of the object detection system. The architecture 

should perform well in these challenging conditions. 

 To demonstrate the performance of the implemented system on Indian road 

scenarios. 

1.4 Contribution of the thesis 

Our contributions through this thesis are as follows. 

 The thesis proposes to speed efficient and lightweight end-to-end trainable CNN 

architecture which classifies traffic signs using color and spatial transformer 

network. It eliminates the need for any data augmentation and performs well in 

various illumination conditions. The architecture is deployed on the Jetson 

Nano hardware platform [10]. 

 The thesis proposes a lightweight feature extractor compared to existing object 

detection architectures for driver assistance systems which allow processing of 

high resolutions images, particularly for traffic sign detection.  

 The thesis uses the concept of dilated convolution [7] and feature fusion [8] for 

preserving features of small objects in shallow architecture which can help in 

the accuracy of small object detection. 

 The proposed network incorporates a fully convolutional de-raining network in 

the object detection pipeline which allows accurate object detection in rainy 

conditions. It also proposes a modified SSIM (Structural similarity index 

measure) [9] loss function which improves the performance of the de-raining 

network.  

 It proposes a class weight penalization technique for avoiding class imbalance 

in the dataset used for training. 

 The proposed network reduces memory usage and floating-point operations per 

second (FLOPs) by almost three times which makes it very speed efficient and 

lightweight compared to similar architectures proposed in the literature with 

comparable results in terms of accuracy.  

 The lightweight nature of the proposed architecture allows efficient 

implementation on the Jetson Nano hardware platform [10]. The CNN 

architecture is further pruned by using TensorRT [11] which helps in 

acceleration on Jetson Nano. 
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1.5  The flow of the thesis 

Overall work done and presented here is structured into six chapters. After this 

introduction to object detection and classification for DAS, Chapter 2 discusses basic 

methodologies for object detection and classification. It discusses the methods which 

were used in the pre-deep learning era and how they are different from deep learning 

solutions. It also describes the comparison between different hardware platforms which 

can be used for implementation. It also summarizes the various solutions implemented 

till now for DAS. The shape, color, or meaning of traffic signs can vary according to 

different countries so sometimes it is important to only classify them so that problem is 

discussed separately. The detection of objects for DAS has also been divided into traffic 

sign detection and other on-road object detection due to their difference in size and 

positions along with the non-availability of the combined dataset.  

Chapter 3 discusses the implementation of traffic sign classification architecture which 

can classify different classes of traffic signs. It explains the architectural changes and 

how it improves the performance of a simple CNN architecture. The implementation 

on Jetson nano platform and results are also discussed in this chapter. 

Chapter 4 discusses the implementation of traffic sign detection architecture which can 

detect and classify different classes of traffic signs from large resolution images. It 

explains the limitation of SSD architecture and how the proposed architecture improves 

the performance. The performance on two different datasets is compared in terms of 

accuracy and computational resources. 

Chapter 5 discusses the implementation of deraining and other on-road object detection 

architectures which can detect objects like cars, bicycles, traffic lights, auto, pedestrians 

etc. The detailed implementation of deraining architecture and its results are discussed 

in this chapter. The performance of object detection architecture is compared on three 

different datasets namely Kitti [110], IDD [71], and Udacity [111] in terms of detection 

accuracy and computational resources. The results of the combined architecture are also 

shown in this chapter. 

Chapter 6 summarizes the work done and discusses future work directions.  
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2. Literature Survey  

This chapter summarizes various feature-based object detection methods and deep 

learning-based methods. It also summarizes the difference between those methods and 

why we have chosen deep learning methods for the thesis. The challenges in deploying 

algorithms on hardware and comparison between different hardware platforms are also 

presented in this chapter. The similar architectures related to the proposed research 

problem which are available in the literature are explained in the chapter.  Some of the 

content and figures are borrowed and adapted from our publications which are 

published in [4] and [12]. 

 

2.1 Methods used for object detection 

This section discusses feature-based and contour-based object detection algorithms in 

detail along with the comparison between them. 

2.1.1 Object detection based on feature extraction 

The basic flow chart for any feature-based object detection method is shown in Figure 

2-1. 

 

Figure 2-1 Flowchart for feature-based object detection 

As can be seen from the flow chart, features or keypoints are initially obtained from the 

image that can explain the unique features of the image. These features should be 

invariant to all affine transformations. Following that, for each feature point, invariant 
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feature vector representations, also known as descriptors, are constructed. These 

descriptors encode the picture information in the local neighborhood of the keypoint. 

The descriptors are then compared with descriptors in the database to accomplish object 

recognition. 

The discovered features can either be local or global. Global features such as texture, 

color, or histogram try to represent an image as a whole.  The local features try to detect 

and describe significant spots in an image. Global features are faster, easier to compute, 

and use less memory. The global features are only useful when there is some prior 

knowledge about the object of interest. They are also affected by occlusion and clutter 

[13]. Local features demand a significant amount of memory as they are more in 

numbers. The performance of local features is comparatively better compared to global 

features [13]. The dimensions of local feature vectors can be reduced to achieve a 

compact representation which can help in the reduction of memory usage. The feature 

detection algorithm can be categorized as good when the features extracted by the 

algorithm are robust, repeatable, and accurate. 

The section that follows discusses several feature-based methods. The pros and cons 

along with their comparison are also discussed in detail. 

2.1.1.1 Harris Corner Detection 

Corners are areas with a lot of fluctuation in intensity values in multiple directions. This 

algorithm tried to find out the difference in intensity values for a displacement of (u,v) 

in all directions. It uses either Gaussian or rectangular window function for providing 

weights to each pixel in a window [14]. It can be stated mathematically as follows: 

𝐷(𝑢, 𝑣) =  ∑ 𝑊(𝑥, 𝑦) ∗ [𝐼(𝑥 + 𝑢, 𝑦 + 𝑣) − 𝐼(𝑥, 𝑦)]2
𝑥,𝑦    (2.1) 

For corner detection, this function D(u,v) should be maximized. It can be accomplished 

by maximizing the second term in equation 2.1. After application of the Taylor series 

expansion to the above equation and performing some mathematical processes, the final 

equation can be obtained which is as follows: 

𝐷(𝑢, 𝑣)  ≈ [𝑢 𝑣] ∗ 𝑀 [
𝑢
𝑣

]       (2.2) 
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Where 

𝑀 =  ∑ 𝑊(𝑥, 𝑦) [
𝐼𝑥𝐼𝑥 𝐼𝑥𝐼𝑦

𝐼𝑥𝐼𝑦 𝐼𝑦𝐼𝑦
]      (2.3) 

Ix and Iy indicate the derivatives of intensity in the x and y directions. This calculation 

is followed by the calculation of the cornerness measure R for each pixel using equation 

2.4, which determines whether a particular window has a corner or not. 

𝑅 = DET(𝑀) − 𝑘[𝑇𝑅𝐴𝐶𝐸(𝑀)]2      (2.4) 

where 

DET(𝑀) =  ƛ1ƛ2        (2.5) 

𝑇𝑅𝐴𝐶𝐸(𝑀) =  ƛ1 + ƛ2       (2.6) 

M's eigenvalues are ƛ1 and ƛ2 and k is a constant which can be adjusted for better 

performance. Eigenvalues can be very expensive in terms of computation, hence Harris 

proposed combining the eigenvalues into a single number. This number R determines 

whether a particular region is flat, corner or edge. If |R| is small then the region can be 

categorized as flat. The region can be categorized as an edge for R < 0. The region is a 

corner when the value of R is large. Figure 2-2 depicts the output of the Harris detector. 

Harris corner detectors provide high performance and need a small amount of memory, 

making them ideal for real-time video processing applications, particularly in 

embedded environments. However, it is not scale-invariant and it is not noise resistant. 

 

Figure 2-2 Harris Corner Detection [4] 
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2.1.1.2 Features from Accelerated Segment Test (FAST) Algorithm  

FAST is a corner detector that detects corner points by conducting a segment test to 

each pixel and taking into account a circle of 16 pixels around the candidate pixel [15]. 

A pixel p in the image is chosen to determine if it is an interest-point or not. The 

intensity of pixel p is denoted by Ip. Choose an acceptable value of t which will act as 

a threshold. If there is a collection of n consecutive pixels in the circle of 16 pixels that 

are all brighter than Ip+ t or all darker than Ip - t, the pixel p is designated as a corner. 

To eliminate a huge number of non-corners, a high-speed test is recommended. This 

test simply looks at the four pixels at positions 1, 9, 5, and 13 (the first 1 and 9 are 

examined to see if they are too bright or too dark, if this is the case, then 5 and 13 are 

checked) [15]. If p is a corner, at least three of them must be brighter than Ip+ t or darker 

than Ip - t. If this is not true, p cannot be a corner. The passed candidates can 

subsequently be subjected to the whole segment test criterion, which involves 

inspecting all pixels in the circle. 

This detector performs well on its own, although numerous points are recognized next 

to each other. A simple machine learning technique and non-maximal suppression 

provide an improvement for resolving these restrictions [16]. Figure 2-3 depicts the 

results of FAST with and without non-maximal suppression. It can be seen that non-

maximal suppression significantly lowers features that are adjacent to each other. 

 

Figure 2-3 Feature extraction results using FAST algorithm [4] 
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2.1.1.3 Scale-Invariant Feature Transform (SIFT) 

A corner in a small image within a small window is flat when zoomed and remains a 

corner when rotated. This results in the detectors explained above-being rotation 

invariant but scale variant. New feature recognition and description algorithm known 

as SIFT [17] is proposed to address the problem of scale. The SIFT algorithm can be 

understood by flowchart which is presented in Figure 2-4 below. 

 

Figure 2-4 Flowchart for SIFT Algorithm [17] 

As illustrated in the figure, SIFT consists of five different phases which are explained 

one by one below:  

I. Scale-space extrema detection 

Scale-space filtering is used in SIFT to detect keypoints with varying scales. The 

algorithm tries to find out Laplacian of Gaussian (LoG) at different values of σ for the 

image.  It essentially detects blobs at various scales according to values of σ. In a 

nutshell, σ functions as a scale parameter. A gaussian kernel with a low value of σ 

provides a large value for a small corner, but a kernel with a high σ value fits well for 

a larger corner. SIFT employs the difference of gaussian to optimize LoG operation 

(DoG). LoG may be demonstrated mathematically to be approximately equivalent to 

DoG. The DoG can be calculated by the blurring of an image with two different σ values 

which are denoted by σ and kσ. The equation for DoG is given below: 
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𝜕𝐺

𝜕𝜎
=  𝜎∆2𝐺 =  

𝐺(𝑥,𝑦,𝑘𝜎)−𝐺(𝑥,𝑦,𝜎)

𝑘𝜎−𝜎
      (2.7) 

Where 𝐺(𝑥, 𝑦, 𝑘𝜎) =  
1

2𝜋(𝑘𝜎)2 𝑒
−(

𝑥2+𝑦2

2𝑘2𝜎2)
     (2.8) 

In Gaussian Pyramid, this technique is repeated for each of the image's octaves. 

After calculating this DoG, photos are searched for local extrema throughout size and 

space. For example, in an image, one pixel is compared to its 8 neighbors, as well as 9 

pixels in the next scale and 9 pixels in the previous scales. If it is a local extremum, it 

could be a keypoint. It essentially means that the keypoint is best represented in that 

scale. The values for some of the parameters in the equation proposed in the paper is 

given as: Number of Scales = 5, Octaves = 4, k = 2 and initial σ = 1.6 [17].   

II. Keypoint Localization 

Further computations are performed to refine the keypoints discovered in the last stage. 

Keypoints that have low contrast along with edge keypoints detected in the last stage 

due to DoG sensitivity to it are deleted in this step. To remove low contrast points, the 

Taylor series expansion of scale space is applied. The extremum is rejected if the value 

of Taylor series expansion is less than c certain contrast threshold.  

The primary curvature is calculated using a 2x2 Hessian matrix (H) which is used to 

remove the edges. It is known from the Harris corner detector that for edges, one 

eigenvalue is greater than the other. The same concept is employed here as well. If this 

ratio exceeds a certain threshold, known as the Edge Threshold, the keypoint is deleted.  

III. Orientation Assignment 

A neighborhood is drawn around the keypoint location based on the scale as a starting 

point to make SIFT algorithm rotation invariant. The gradient magnitude and direction 

are computed in that region. A 360-degree orientation histogram with 36 bins is 

calculated. It is weighted by gradient magnitude and a circular window with a gaussian 

distribution. To compute the orientation, the highest peak in the histogram is picked, 

and any peak above 80% of it is also taken into account. It generates keypoints with the 

same location and scale but opposite directions. It helps to keep the matching stable. 
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IV. Keypoint Descriptor 

SIFT's description stage begins by selecting the level of Gaussian blur for the image by 

choosing a 16x16 neighborhood around the keypoint and utilizing its scale. It is 

separated into 16 4x4 sub-blocks. An 8-bin orientation histogram is generated for each 

sub-block. As a result, a total of 128 bin values are available. It is represented as a 

vector which is called as the feature descriptor. Finally, it is normalized to gain 

illumination invariance.  

V. Keypoint Matching 

Keypoints in the two photos are compared either by using the brute force method or by 

determining their closest neighbors. In some circumstances, the second match may be 

extremely close to the first. That could happen as a result of noise or for other causes. 

In that situation, the closest-distance to second-closest-distance ratio is used. They are 

rejected if it is larger than 0.8. The value helps in eliminating over 90% of false matches 

[17]. 

Figure 2-5 depicts the outcome of the SIFT technique for object detection. 

 

Figure 2-5 Object Detection using SIFT [4] 

SIFT produces good results in terms of affine transformation and lighting changes. 

SIFT is more suited for pictures that have been translated, rotated, or scaled [17]. The 

computation in SIFT requires a large amount of time. To address this, the SURF 

algorithm is developed. 
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2.1.1.4 Speeded-Up Robust Features (SURF) 

The SURF technique is intended to be a more efficient and quick alternative to SIFT. 

The SURF flow chart is illustrated in Figure 2-6 below. 

 

Figure 2-6 Flow Chart of SURF algorithm 

SURF uses a 2D box filter for approximating LoG. The biggest benefit of using a 2D 

box filter is that convolution can be easily calculated using the integral images 

approach. It is also possible to do this calculation simultaneously for multiple scales. 

The algorithm relies on the Hessian matrix determinant for both location and scale [18]. 

The approximated Hessian determinant is written as: 

DET (Happrox) = DxxDyy – (wDxy)2        (2.9) 

Where ‘w’ indicates the relative weight for the response. It can be used to balance the 

determinant expression. SURF uses wavelet responses in vertical as well as horizontal 

directions calculated using an integral image technique for a neighborhood of size ‘6s’ 

for assigning orientation. The value of ‘s’ indicates the scale value at which the point 

is discovered. It is also given appropriate gaussian weights. Calculating the sum of all 

values inside a sliding orientation window of angle 60 degrees yields an estimate of the 

dominant orientation. 

It uses Haar Wavelet responses in vertical as well as horizontal directions in a 

neighborhood of size 20s X 20s for describing features. The interest region is 

subdivided into four 4x4 subregions. Vertical and horizontal wavelet responses are 
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taken for each subregion, which is indicated by ‘dx’ and ‘dy’. The calculated values are 

weighted once more with a gaussian window centered on the location of interest. The 

feature vector is generated by adding the values for each subregion which can be seen 

below in equation 2.10. 

𝑣 = (∑ 𝑑𝑥 , ∑ 𝑑𝑦 , ∑|𝑑𝑥|  , ∑|𝑑𝑦|)      (2.10) 

This is done for all 4x4 subregions, yielding a SURF feature descriptor with 64 

dimensions in total. The lower dimension of SURF results in faster computation and 

better matching results. It also has an enhanced 128 dimension version which provides 

more distinct features. For dy < 0 and dy >=  0, the sums of dx and |dx| are computed 

independently. Similarly, the sums of dy and |dy| are divided based on the sign of dx, 

which triples the number of features. 

The positive and negative values of Laplacian can be used to distinguish between bright 

blobs on darker backgrounds and dark blobs on brighter backgrounds without incurring 

any computing expense. Figure 2-7 depicts the results of the SURF method for object 

detection. The figure shows that SURF is both rotation and scale-invariant. 

 

Figure 2-7 Object detection using SURF [4] 

The algorithm is faster than SIFT since it has a feature vector with 64-dimension as 

opposed to 128 dimensions in SIFT. It is better at handling blurred and rotated pictures, 

but fails when there are large illumination and view point changes [18]. 
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2.1.1.5 Haar-Like Features: 

Haar-like features are based on the detection of features that encode important 

information related to the class to be discovered. These features are calculated for 

neighboring rectangles in a specific image position. Figure 2-8 depicts the many forms 

of Haar features calculated based on the number of adjacent rectangles. The center 

surrounding features are calculated by rectangles in the upper right corner of Figure 2-

8. The edge features are calculated by the bottom squares in Figure 2-8. The line 

features are calculated by rectangles in the upper left corner in Figure 2-8 [19]. 

The algorithm is quite straightforward to understand. The algorithm works based on 

calculating the difference between the sum of white and dark pixels. The primary 

benefit of this technique is the quick computation utilizing the integral image concept. 

 

Figure 2-8 Haar-like features 

The algorithm is referred to as Haar-like since it is built on a similar premise to Haar 

wavelets. 

Figure 2-9 depicts the outcome of detecting human faces using this algorithm. 

 

Figure 2-9 Face detection using Haar Cascade 
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2.1.1.6 Local Binary Pattern (LBP): 

LBP computes texture's local representation. It is calculated by comparing each pixel 

value with its immediate neighbors. The image is converted to grayscale for creating 

the LBP texture description. The algorithm moves its window over the grayscale image 

to calculate the features at each step. Each feature is described by 3x3 rectangular 

sections. 

 

Figure 2-10 LBP feature calculation 

The value of the feature is calculated by comparing the center pixel to the surrounding 

pixels (8 neighbors). As seen in Figure 2-10, the outcome is an 8-bit binary value known 

as LBP. Positive and negative weights are assigned to each feature. The positive weight 

is added to the total when the feature is similar to the object which is being detected. 

The negative value is added when the feature is dissimilar to the object. This final value 

is compared against the stage's threshold. If the aggregate is less than the threshold then 

the cascade ends prematurely, and the processing advances to the next window. When 

the value exceeds the threshold then the cascade proceeds to the next stage. The item is 

believed to have been discovered when no stage rejects a particular window. The 

integral image concept helps in preventing the repeated calculation of integral in a 

particular window.  

2.1.1.7 Binary Robust Independent Elementary Features (BRIEF) 

SURF and SIFT feature descriptors consume a lot of memory because of their high 

dimension feature vectors. However, all of these parameters may not help in the 

matching of features. The calculated features using these algorithms can be compressed 

using a variety of approaches, including PCA and LDA. The researchers have also 

proposed hashing utilizing LSH(Locality Sensitive Hashing) for converting SIFT 

features that have floating-point datatype to binary strings.  These converted binary 

strings are matched using Hamming Distance for matching the features. It greatly 
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improves the performance since determining hamming distance is as simple as using 

XOR and then counting the bits which can be calculated at a very fast speed in modern 

CPUs which have SSE instructions. However, in this case, too, the descriptors are 

located first, followed by hashing, which does not solve the memory problem [19]. 

BRIEF provides a shortcut for finding binary strings without first looking for 

descriptors. It takes a smoothed image patch and selects a unique set of nd(x,y) location 

pairs. These location pairs are then subjected to pixel intensity comparisons. As an 

example, consider the first location pairs p and q. If I(p) < I(q), the outcome is 1, 

otherwise, it is 0. This is repeated for all nd location pairs to produce an nd-dimensional 

bitstring [19]. 

One critical element to remember is that BRIEF is a feature descriptor; it does not give 

a means for finding the features. As a result, various feature detectors such as SIFT, 

SURF, and others must be used. In a nutshell, BRIEF is a quicker way for calculating 

and matching feature descriptors. Unless there is significant in-plane rotation, it also 

delivers a high recognition rate [19]. 

2.1.1.8 Matching features detected by various feature-based algorithms 

The methods like brute force matching, FLANN, FDCM, and so on, can be employed 

for feature matching. The matching using brute-force is straightforward. It compares 

all feature descriptors in the first set with all features in the second set by using distance 

measures like Hamming distance, L1 distance, L2 distance. The closest feature vector 

is returned. FLANN is an acronym that stands for Fast Library for Approximate Nearest 

Neighbors. It includes a series of techniques designed for rapid nearest neighbor search 

in huge datasets with high dimensional features. For huge datasets, it outperforms the 

brute force matcher. 

2.1.1.9 Comparison between different feature-based algorithms 

Many factors determine the quality of feature detection algorithms. The detected 

features should be accurate and repeatable. They should be rotation and scale-invariant. 

They should accurately detect features with minimum computational complexity. The 

detected features should be robust in case of a change in background or illumination. 
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The algorithms described above are compared in terms of all of these factors in Table 

2-1 below: 

Table 2-1 Comparing different feature extraction algorithms  in terms of various parameters 

(3- Good Performance, 2 - Average Performance, 1 - Poor Performance) 

Feature 

Extractor 

Corner Scale 

invarianc

e 

 Accuracy of 

localization 

Repeatabili

ty of 

features 

Efficiency Feature 

Robustness 

Computatio

nal 

efficiency 

Harris 

[19] 

√  3 3 2 3 
3 

Hessian 

[8] 

  2 2 1 2 
3 

SUSAN 

[10] 

√  2 2 3 2 
2 

FAST 

[10] 

√  3 3 2 3 
2 

SIFT [7] √ √ 3 3 3 3 1 

SURF [8] √ √ 2 2 3 2 2 

Haar [9] √ √ 2 3 3 2 3 

 

2.1.2 Silhouette based object detection 

When there is a large change in object articulation and appearance then it is very 

challenging to detect without the requirement of a large training set when feature-based 

methods are used. Humans detect objects using a variety of visual clues, such as shapes 

extracted from outlines of an image. Contour-based detection approach results in a 

versatile, robust, and very efficient approach that is insensitive to object appearances 

such as texture, illumination, and color and does not require learning from a huge 

number of images [20]. 

Hand-drawn sketches can be employed as models in this method, preserving a piece of 

large discriminative structure information which is essential for accurate detection. The 

sketch information is segmented into several pieces, each of which should capture 

specific parts of an object. It is critical to identify portions that describe specific parts 

of an object and are so in line with human observer choices. Different sorts of methods 

based on an object's convexity measures can be employed for part decomposition. Each 
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portion is split into part fragments, which are matched using various algorithms such as 

FDCM. The flowchart and results of the system proposed by us in [21] based on 

silhouette-based object detection and tracking system are shown in Figure 2-11. 

 

Figure 2-11 Flowchart and result for contour base object detection [21] 

Shape segmentation and part decomposition are performed automatically from the 

given input image or sketch using the idea of convexity defect. The information about 

the parts is recorded in a database stored on the server. The first frame of a test video is 

extracted on the client and sections are matched using Fast Directional chamfer 

matching. The key points are then retrieved and matched using SURF. Deformation in 

the object can be efficiently handled by this procedure, as evident from the results in 

the flow chart. 
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2.1.3 Comparison of feature-based and shape-based methods 

Shape-based algorithms are resilient, adaptable, and deformation insensitive. They 

don’t require training for object detection. They face issues when there is the existence 

of the object and/or backdrop texture and it is difficult to separate the contours of an 

object from the other edges. In addition, when the background is matching with the 

object then the gradient along the boundary of an object becomes extremely small 

which prevents accurate detection of contours. The popularity of feature-based methods 

is increasing due to their speed and accuracy. The only drawback is the requirement of 

a large dataset that can represent the diverse object appearances and articulation [20]. 

The feature-based methods are further improved using the deep learning approach 

which is explained in the next section. 

2.2 Introduction to the deep learning approach 

We will use a classification system that can classify a cat from a dog in an image to 

demonstrate the working of deep learning algorithms. Traditional machine learning 

algorithms include identifying or manually designing features to detect objects. The 

features must be learned from the dataset and then classified. 

The deep learning approach takes object detection and classification to a next level of 

abstraction. It automatically determines which features will be significant for 

categorization, eliminating the need to identify features manually from an image which 

was the case with the machine learning approach. 

Deep learning operates in the following manner: 

 The approach starts by finding features like edges which can be categorized as 

lower-level features but are extremely significant in classifying between a cat 

and a dog. The approach builds upon these features hierarchically in the next 

stage to find out more complex features which are the combination of lower-

level features. For a given problem, it can determine whether whiskers are 

present or not and whether the animal has ears or not, and so on. 

 The algorithm determines which of the complex hierarchical features found at 

each stage are important in determining the classification output. 
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The entire object classification method discussed above is represented in Figure 2-12 

using the image of a tiger as an example. 

 

Figure 2-12 Feature extraction for object classification in deep learning methods [12] 

This approach requires a huge quantity of data to learn important features for a given 

problem. High-end computational resources preferably with GPU will be needed for 

training deep learning algorithms on such a large quantity of image data. The machine 

learning algorithms can accomplish the same task on standard CPUs [20]. The deep 

learning approach replaces the modular approach of extracting features and then 

classification by an end-to-end approach. This approach may require a long time to train 

but its test time is equivalent to, if not better than, that of some machine learning 

approaches [22]. This approach also eliminates the requirement of using sliding 

window techniques to recognize an object from an image. The fundamental obstacle 

that deep learning system designers face is interpreting which features are learned by 

the system to solve the given task. Table 2-2 summarizes the differences between DL 

algorithms and typical ML techniques.  

Table 2-2 Comparison between ML and DL techniques  

 Machine 

Learning 

Deep Learning 

Requirement of Data Small Large 

Requirement of 

hardware 

Regular machines 

with CPU 

High-end machines 

with GPUs preferably 
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Approach for solving 

problems 

Modular End-to-end 

Feature Designing Hand-coded Automated 

Time required for 

training 

Small Large 

Time required for 

inference 

Large Small 

Interpretability of 

features 

High Low 

CNN is the most prominent deep learning algorithm used for solving computer vision-

related problems. The next section describes CNN and the revolution it has brought in 

the field of computer vision. 

2.3 Artificial Neural Network (CNN) 

The first and popular deep learning algorithm proposed was Artificial Neural Network 

(ANN) which can replicate the functionality of neurons inside the brains of a human. 

The perceptron and threshold logic are two examples of pioneering neural network 

research [23]. 

 

Figure 2-13 Simple neuron architecture [12] 

Figure 2-13 depicts the construction of an artificial neuron. Each neuron has an input 

which is denoted by Xi, and one learnable weight parameter which is denoted by Wi. 

The output neuron calculates the dot product between the input vector and the weight 

vector. This output is then passed through a non-linear activation function, which 

generates the final output for the neuron which is denoted by ‘y’. In some cases, a bias 
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is added to the output of the neuron. It can also be added inside a dot product by 

matching it with X0 term appended to the input. If the number of inputs to the neuron 

are m then the output of the neuron y is calculated by the equation given below: 

𝑦 = 𝑓 (∑ 𝑥𝑖𝑤𝑖
𝑚
𝑖=0 )     (2.11) 

A large number of neurons are stacked together for building a larger ANN.  The 

intermediate layers of neurons between the output and input are referred to as hidden 

layers. The addition of more hidden layers deepens the neural network. The modern 

neural networks sometimes have greater than a hundred intermediate layers that's why 

they are sometimes referred to as deep neural networks. Every neuron in each layer is 

connected to every neuron in the succeeding layer which is why they are also known as 

"Fully Connected Network." 

The selection of the nonlinear function is critical when we are building the architecture 

of the ANN. The neurons which do not have a nonlinear function can only form a linear 

network that can’t solve nonlinear problems like the XOR problem. The addition of 

layers or more number of neurons in each layer won’t help when the network is linear 

because the ANN will remain linear[23]. The non-linearity can be introduced in the 

network by utilizing the activation functions. Sigmoid, Tanh and Rectified Linear Unit 

(RelU) are the prominent activation functions used in designing the neural network 

architectures [23]. All of these functions' mathematical equations are given below. 

Sigmoid: 𝑓(𝑧) =  
1

1+𝑒−𝑧       (2.12) 

Hyperbolic Tangent (Tanh) : 𝑓(𝑧) =  
𝑒𝑧− 𝑒−𝑧

𝑒𝑧 + 𝑒−𝑧       (2.13) 

ReLU: 𝑓(𝑧) = max (0, 𝑧)     (2.14) 

The structure and equation of s=Sigmoid and Tanh functions are very similar. The 

sigmoid function's range is in between 0 and 1, whereas the tanh function's range is in 

between -1 and 1. The tanh function almost always works better than sigmoid since it 

has zero mean, which has the effect of centering the data, which improves training for 

the following layer. The sigmoid function is frequently used for the output layer in the 

binary classification problem as its range of 0 to 1 indicates the probability of the output 

in the binary classification problem. ReLU is a simple and lightweight function that 
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makes it popular for all layers other than the output layer. It doesn’t have a 

differentiation value at zero but it can solve the problem of vanishing gradient and it is 

faster in computation compared to Tanh and sigmoid functions[23]. The output layer in 

the multi-class classification application uses the Softmax function [24], which accepts 

an output vector of k values as input and converts each value to the range from 0 to 1 

so that the total of all values in the vector is 1. The equation of Softmax is shown below: 

 𝑓(𝑧) =  
𝑒𝑧𝑘

∑ 𝑒𝑧𝑘𝑘
𝑘=1

       (2.15) 

The network parameters are iteratively updated during the training of the ANN to 

achieve the desired output. The gradient descent technique or its modifications can be 

used to update the weight values at each iteration[23, 24].  

The use of ANN in image classification problems requires the processing of a large 

amount of data and training millions of weights even for a small image resolution. In 

the case of a 600 × 600 monochromatic image when each pixel value is given as input 

to ANN, each neuron in the first layer will require 3,600,000 weights. The total 

parameters are tripled in the color images which have three channels. The problem is 

manifold in today’s scenarios Nowadays, the majority of image data is in high 

definition, making it impossible to feed each pixel into a neural network. As a result, 

there is a need to limit the number of trainable parameters in neural networks. This has 

lead to development of new type of neural network architecture called as convolutional 

neural network. 

2.4 Convolutional Neural Network (CNN) 

The features in computer vision applications can be translation invariant. The filter that 

can detect edges in the top left corner may also find edges in the bottom right corner 

which makes training separate weights to find similar features is impracticable [25]. An 

ANN fails to distinguish local neighborhood patterns, which are critical for finding 

features in images. So, for a 600 × 600 image, using 6 filters with a filter size of 5 × 5 

for finding features from an image requires just 25 filter parameters along with 1 

parameter for bias which amounts to a total of 26 parameters for one filter. The total 

number of parameters required is 156, which is significantly less than the first layer of 

an ANN. As a result, CNN has a couple of advantages: The first is sharing of 
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parameters, in which the same filter may be applied to discover similar features in the 

entire image while the second advantage is weight connections are scarce which results 

in the reduction of the number of weights to be learned per layer. These two benefits 

prompted the design of CNN architecture [24]. It is depicted in Figure 2-14. 

CNN's input image is processed through a sequence of convolution and pooling layers. 

The value of filters in each convolution layer and the number of convolution layers can 

be chosen according to requirements. These values are called hyperparameters of the 

network. The output of the final pooling layer is flattened and converted into a single 

column vector by a flattening layer. This column vector is passed through several ANN 

type fully-connected layers. The number of neurons in the output layer is equal to the 

number of classes to be classified. The output layer uses the softmax activation 

function. The layers of CNN and their significance are discussed below. 

 

Figure 2-14 Layerwise CNN architecture [12] 



Literature Survey 

 

28 

 

2.4.1 Convolution Layer 

CNN's workhorse is the convolution layer. The basic concept of convolutions came 

from a related concept in biology known as the receptive field, which is responsive to 

some parts of an image but insensitive to others [24, 25]. It can be expressed 

numerically as: 

𝑔(𝑥, 𝑦) = 𝑓(𝑥, 𝑦) ∗ ℎ(𝑥, 𝑦) =  ∑ ∑ 𝑓(𝑛, 𝑚)ℎ(𝑥 − 𝑛, 𝑦 − 𝑚)𝑚𝑛   (2.16) 

This equation can be simply understood as each point (x,y) in the output image ‘g’ can 

be calculated as the dot product between a subpart of image ‘f’ centered at point (x,y) 

and a filter ‘h’. Figure 2-15 shows an example of a 3 × 3 filter applied to a 6 × 6 image 

to demonstrate the operation of convolution on an image. The first point in the result is 

found by taking the dot product between the filter and the window which is leftmost 

indicated with a red border. The answer to this calculation will be 3. The same operation 

is done after shifting the 3×3 window by one pixel to the right. It's known as a one-

pixel horizontal window stride. The pixel traveled after each calculation is called a 

window stride which is again a hyperparameter that needs to be chosen by the network 

designer.  

 

Figure 2-15 Explaining convolution operation 

This operation is repeated for all such windows in the image. It will result in a 4×4 

image depicted in Figure 2-16. The blue area in images represents the notion of the 
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receptive field, in which the feature value is maximized if a pattern identical to the filter 

is identified in the image. In CNN, the final output is referred to as a feature map or a 

feature detector. 

 

Figure 2-16 Convolution layer output for a sample image 

The size of a feature map after each layer is calculated by the following formula. 

(w, h) = (
𝑚+2𝑝−𝑓

2𝑠
+ 1,

𝑛+2𝑝−𝑓

2𝑠
+ 1)     (2.17) 

(w,h) represents the width and height of the output feature map and (m,n) represents the 

width and height of the input. The size of the filter is indicated by f × f. 'p' denotes the 

amount of padding used before the convolution procedure. Padding indicates the 

number of pixels added to an image's border. If no padding is used, the size of the output 

feature map will be reduced. Normal padding is sometimes used to keep the output 

feature map size similar to the input map. The letter ‘s' stands for window stride which 

is explained above. A large stride value will significantly minimize the size of the 

generated image. If we take an example of an image in Figure 2-16 where input feature 

map size (n,m) is (6,6),  p=0 and s=1 and put all values in the above equation the output 

feature map size will be (4,4). 

The example of the convolution operation shown above is on a grayscale image that 

has a single channel. The same operation has to be repeated for all three channels if the 

input is a color RGB image. The filters will be a volume of size 3×3×3. The final output 
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after convolution will still be 4×4 feature map. The third dimension of the output feature 

map will indicate the number of filters applied at each convolution layer.  

The output of convolution layers is also passed through a non-linear activation function 

for the same purpose as ANN. ReLU is the preferred choice because of its low 

computational cost and simplicity. The output after applying the activation function is 

passed to the next layer which is explained below. 

2.4.2 Pooling Layer 

The pooling layers are used in CNN for minimizing the size of the feature maps, 

increasing the computational speed, and discovering robust features [26]. The pooling 

operation is applied to the output of the convolution layer shown in Figure 2-16 which 

results in the output shown in Figure 2-17. It must be noted that ReLU activation 

function is applied before the pooling operation. 

 

Figure 2-17 Output after applying maximum pooling 

Pooling is based on the simple concept that subsampling of pixels does not affect an 

object to be detected or classified but it does help in reducing the features used to 

characterize the object [26]. Maximum, minimum, and average are all options for 

pooling operations. The max-pooling operation is frequently used as the maximum 

value represents the greatest resemblance to the filter pattern. A window size of 2×2 

along with a stride of 2 is normally used for pooling operation as shown by the red 

borders in Figure 2-17. Following that, the largest value in this 2×2 window is retained, 

while the remaining three values are discarded. The pooling process decreases the 

image size by 75% when this value of window size and stride is chosen. As a result, the 

output of a 4×4 image, as seen in Figure 2-17, will be a 2×2 image. 
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It can be observed that the pooling operation is preserving the maximum feature values 

at the bottom and top right position without the need for any additional weights to be 

trained. This operation makes the CNN architecture invariant to translation without any 

cost in training [27]. 

2.4.3 Flattening Layer 

This layer converts the multidimensional output volume of convolution and pooling 

layers to a single column vector which can be given as an input to fully connected 

layers. It is a simple mathematical operation that does not require any parameters to be 

earned or hyperparameters to be determined.  

2.4.4 Fully Connected Layer 

These layers are added as the last few layers of CNN for capturing interesting features 

which are needed for the classification [28]. The feature vector that reaches this layer 

should be small in dimension otherwise it can exponentially increase the number of 

parameters for training. The earlier pooling layers help in the reduction of dimensions 

for this feature vector. The neurons in the final layer will be the same as the number of 

classes to be classified and each neuron will give the value of probability associated 

with each class.  

2.4.5 Additional Layers 

The specialized CNN architectures use some extra layers apart from the layers 

discussed above. The majority of these additional layers serve the purpose of avoiding 

overfitting. The simplest way to avoid overfitting is to penalize arbitrarily big parameter 

values in the cost function, which will prevent these values from becoming too large. 

Local Response Normalization (LRN) [29] layer operation is frequently used for 

avoiding overfitting and normalizing the activations after each convolution layer.  

Dropout is the other most frequent regularization approach used in CNN [30]. As the 

name suggests, few neurons are dropped randomly during training which changes the 

topology of the architecture in each iteration of training. This will remove the 

dependency on any particular connection or neuron and help in avoiding overfitting. 

The computational cost is also not high for dropout [30]. 
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2.4.6 The training procedure for CNN 

The CNN architecture is trained by continuously adapting weight values so that the 

output predicted by the network is close to the desired output. This approach of learning 

weights is called supervised learning [24]. This learning of weights is done through 

back propagation using optimization techniques called gradient descent [22,24].   

The weights are all initialized with small random values in the first phase. The output 

is calculated using these random weights. This process is known as forward 

propagation, and the outcome is known as approximated value. The error function is 

computed by finding the difference between the approximated value and desire values. 

The functions like Mean absolute error (MAE), Mean square error (MSE), and cross-

entropy are used as error functions. MSE is more commonly used in regression while 

cross-entropy is more commonly used in classification.  

This error function which is also known as cost function is used to calculate the gradient 

or the derivative which is then sent backward for updating the values of weights after 

each iteration. Only a small portion of the gradient value is used for adapting the 

weights which is known as the learning rate. It is an extremely critical hyperparameter 

that affects the training process. The small value will prolong the training process while 

the large value will have oscillations around the minima [24]. 

The methods used for learning weights are classified according to the frequency of 

weight updates during the training stage. If weights are adjusted after each input then 

the learning method is referred to as online learning or stochastic gradient descent. This 

method requires less memory and computational resources as it is only required to 

process one example at a time. The drawback is that the gradient zigzags around the 

minimal value. Full batch learning is the inverse of this method, in which weights are 

updated after calculating the gradient for the entire input dataset. This method is 

computationally slow. It also needs a large amount of memory and computational 

resources. The advantage is that it can arrive at an optimum value of cost function. The 

balance between both the above methods can be arrived at in mini-batch learning [31] 

where weights are updated after a certain batch of inputs which is termed batch size. 

The value of batch size also affects the training process so it should be chosen with 

proper caution. 
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2.5 Well-known CNN Architectures 

The design of well-known CNN architectures using the layers discussed in the last 

section is explored in this section. It is important to understand these case studies as it’s 

a known concept that CNN architecture that works for one computer vision problem 

can be suitably adapted for other problems with or without any modifications. The basic 

design concepts used for developing certain well-known CNN architectures for 

computer vision problems are discussed in this section. This section discusses the main 

contributions of each architecture. 

2.5.1 LeNet-5 

The first CNN-based architecture introduced was LeNet-5 [32]. It was used for 

classifying handwritten digits [32]. The architecture was made up of two convolution 

+ pooling layers, two FCL, and a softmax layer at the output which sums up to five 

trainable layers. In the convolution layer, it used a 5×5 convolution filter with a stride 

of 1. The window size for pooling layers was 2×2 and the stride value of 2 [32]. 

2.5.2 AlexNet 

The reinvention of CNN happened in 2012 when AlexNet [33] won the ILSVRC-2012 

[34] challenge which required the classification of 1.2 million images into 1000 classes. 

The dataset is called as ImageNet dataset [35] which is still the gold standard for 

pretraining CNN architectures. The main characteristics of AlexNet architecture are as 

follows: 

 On the ImageNet dataset, it scored a top-5 error rate of 15.3 percent. 

 It had eight trainable layers consisting of five convolution and three FCL. 

 It was the first time ReLU activation has been applied in CNN architectures. 

 It used LRN and data augmentation approach for avoiding overfitting in the 

architecture.  

 Dropout with a probability of 0.5 was used in each FCL. 

 The training of the architecture was done on two GTX580 GPUs which had 

only 3GB of RAM. It happened in a distributed mode with half of the feature 

maps residing on both GPU [33]. 
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2.5.3 ZFNet 

It was developed by slightly modifying the AlexNet architecture [36] and that allowed 

the architecture to be a winner in ILSVRC-2013 [34] competition. The following are 

the main features of ZFNet: 

 It lowered AlexNet's top-5 error rate from 15.3 percent to 11.7 percent. 

 It contained eight trainable layers once again. 

 The initial convolution layer of 11×11 and window stride 4 is replaced by a 

convolution layer of 7×7 and window stride 2 in ZFNet. 

 ZFNet employs 512,1024 and 512 filters respectively in Conv3,4,5 layers 

instead of 384,384 and 256 in AlexNet. 

 

2.5.4 VGGNet 

This architecture is arguably the most popular CNN architecture even till now was first 

developed in 2014 [29]. It won the localization challenge of ILSVRC-2014 and 

achieved the second rank in the classification challenge [34]. The architecture has two 

variants, VGG16 and VGG19, with 16 and 19 layers, respectively. VGGNet's main 

features are as follows: 

 It reduced ZFNet's top-5 error rate from 11.7 percent to 7.3 percent. 

 It pioneered the use of smaller filter sizes in each convolution layer and added 

more convolution layers to make deeper networks. It only employed a 3×3 filter 

which was smaller compared to  11×11 and 7×7 filters in previous networks. 

 They could employ a smaller filter size because the stacking of three 3×3 Conv 

layers with a stride of one has a similar receptive field on the original image as 

a single 7×7 Conv layer. This form of deeper network benefits from additional 

non-linearities and a drop in parameter count from 72*n2 to 3*(3*n2) [29]. 

2.5.5 GoogleNet 

This architecture beat VGGNet in the 2014 edition of the ILSVRC classification 

challenge [37]. GoogleNet's characteristics are as follows: 
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 The architecture reduced ZFNet's top-5 test mistake rate from 11.7 percent to 

6.7 percent. 

 It contains a total of 22 trainable layers. The architecture was deep but they 

introduced new concepts for lowering the computational cost. 

 It didn’t have an FCL and had only 5 million parameters, which is a factor of 

12 less than AlexNet. 

 It was able to achieve this simplification due to the advent of the ‘Inception' 

module, which optimally utilized computing resources using network within 

network design. 

 

Figure 2-18 Inception module architecture [37] 

As shown in Figure 2-18, the inception module employs different parallel filter sizes 

for convolution (1×1, 3×3, 5×5) on the input from the preceding layer, followed by a 

pooling operation (3×3). To reduce dimensionality, 1×1 convolution layers are placed 

in between. The final output of the inception module is obtained by concatenating the 

output of filters along the depth dimension. These inception modules are placed on top 

of one another to form the complete architecture of GoogleNet [37]. 

2.5.6 ResNet 

The architecture which is a short form of residual network won the ImageNet challenge 

in 2015 [38]. The contribution made by ResNet are: 

 It lowered GoogleNet's 6.7 percent top-5 error rate to 3.57 percent. 

 The network was very deep with 152 layers that relied on residual connections. 
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 The addition of more layers in a simple CNN might degrade its performance 

due to the problem of exploding or vanishing gradients during the training of 

these architectures. This problem was overcome by using the residual 

connection. 

 

Figure 2-19 (a) Simple CNN block (b) Residual block [38] 

As illustrated in Figure 2-19, ResNet solved the issue by adding the learned features 

from the shallow layers to the deeper layers[38]. 

2.5.7 MobileNet 

This architecture was developed to take the CNN-based systems to mobile and 

embedded devices [39]. The architectural details of MobileNet are as follows: 

 The accuracy of MobileNet on ImageNet was 70.6 percentage which is almost 

one percentage point better than GoogleNet. 

 It pioneered the idea of depth-wise separable convolution. This idea helped in 

the reduction of trainable parameters compared to a standard convolution 

operation without affecting the accuracy.  

 As a result of this simplicity, training and inference time is reduced in 

MobileNet. 

 The idea of depth-wise convolution also minimizes the amount of storage 

required which is critical for embedded and mobile devices [39]. 

2.5.8 Comparison of well known CNN architectures for object recognition 

This section compares top-5 error rates of different CNN-based image classification 

architectures on ImageNet which contains images of 1000 different classes. Essentially, 
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it denotes the total number of items that were incorrectly classified in the algorithm's 

top five options. 

Table 2-3 Performance comparison of CNN architectures in object recognition 

Name of the CNN 

Architecture 

Total 

Number of 

Layers 

Test error rates 

Shallow networks  - 25.2% 

AlexNet  8 16.4% 

ZFNet   8 11.5% 

VGG19  19 7.3% 

GoogleNet   22 6.7% 

ResNet  152 3.57% 

 

 

Figure 2-20 Top-5 error rate of CNN architecture 

2.6 The use of CNN in object detection 

The CNN architectures used for detecting objects from an image are explored in this 

section along with the comparison between them. The initial approaches like R-

CNN[40], Fast R-CNN[3], and Faster R-CNN[28] have a separate region proposal 

network (RPN) in combination with a CNN.   The other methods like SSD [41] and 

YOLO [42] allow detection of an object by passing an image only once through a 

network. All the methods are discussed in detail below: 
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2.6.1 R-CNN 

The method R-CNN which is a short form of regions with CNN features [40] was 

developed for object detection by adapting from the classification method proposed in 

[33].  

 

Figure 2-21 Flowchart of computation in R-CNN architecture [40] 

Figure 2-21 depicts different steps for object detection using this method. The initial 

stage consists of finding regions of interest from the input image which have a high 

likelihood of holding relevant objects. The selective search method [43] is utilized for 

this purpose. The warped sub-image is retrieved from the suggested regions and 

supplied to the CNN network. CNN tries to find out important features from each 

warped sub-image. These collected features are then sent into the SVM for classifying 

between different classes of objects. 

This method has 3 distinct subnetworks that must be trained separately. The initial stage 

of proposing relevant regions from the image is needed to be trained separately. The 

CNN is trained for extracting useful features from the image. The SVM is trained for 

classifying extracted features into relevant classes. These three different stages of 

training make this method extremely costly in terms of training time and computing 

resources required [3]. The features retrieved from each proposal must be kept in 

memory for training the other part of the network. A huge database is required for 

training which will necessitate a large amount of memory (in terms of GB) and this 

training will take several days [3]. 
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Object detection is also slow during the testing stage. The method takes more than 60 

seconds to process a single image even on high-end GPUs [40].  The overlapping 

regions are also processed separately in the CNN which makes the computation even 

more expensive. 

It achieved 53.3% of mAP value on the VOC-2012 dataset which is over 30% 

improvement from the earlier methods. It was trained for about 84 hours with VGGNet 

as a base network. The inference took about 47s for processing a single image.  

The method for proposing relevant regions is extremely critical for the performance of 

this method and it is designed to minimize the recall value so that no bounding box 

which contains the object is missed [44]. Precision is less important at region proposal 

stage as erroneous suggestions can be removed at the later stages. positives can be 

deleted later in the object detection pipeline. The ideal method for generating regions 

is selective search [43].  

2.6.2 Fast R-CNN 

The disadvantage of using R-CNN for object detection is that it requires each subregion 

to be processed individually through a CNN even though identical features have to be 

extracted from the overlapping regions which makes it computationally inefficient. 

This disadvantage was eliminated with fast R-CNN, which passes the image only once 

through a CNN architecture[3]. 

 

Figure 2-22 Flowchart of computation in Fast R-CNN architecture [3] 
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A separate RPM is still required for Fast R-CNN. Figure 2-22 depicts the computing 

processes for fast R-CNN. The input to the network is an image along with 

recommended regions by RPN. 

The image is passed through a CNN for extracting features. It also includes a RoI 

pooling layer for extracting a fixed-size feature vector from the feature map for every 

proposal. These features are fed into the following FCN. It has two distinct layers in 

the output. A softmax layer that forecasts the class of the object and the regression layer, 

which is used to estimate the bounding box offset. 

The training of this method is simpler compared to R-CNN because of the non-

requirement of SVM for classification. This results in the training of all layers 

simultaneously which reduces the training time by approximately nine times. The same 

regions from the image are not processed multiple times which results in the saving of 

computational and memory resources [3].   

The inference time is less than a second in Fast R-CNN which is significantly less 

compared to R-CNN [3]. The time taken for computations depends on the number of 

regions proposed by the RPN and it increases linearly with the number of proposed 

regions. The method achieved a 66.9 percentage mAP value on the VOC-2009 dataset 

[3].  

2.6.3 Faster R-CNN 

The idea of using the same convolutional layers for detecting objects and proposing 

regions led to the development of Faster R-CNN [28].  It employed convolutional RPN 

for generating regions of interest from an image.  

The shared Conv layers are used to extract features from an input image which are fed 

to RPN for generating region proposals. The RoI pooling layers use the feature maps 

and region proposals for generating the final output. 

The training technique is a little more difficult with faster CNN because the same 

architecture is used for two different purposes. The training of this architecture takes 

place by alternating between the generation of region proposals and extracting features 

for detecting objects.  
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The idea of using CNN for proposing region helps in parallelizing the calculation on 

GPU which was not possible when the selective search was used. It significantly 

accelerates the computation in faster R-CNN compared to fast R-CNN as the generation 

of region proposals is virtually free.  

The generation of image pyramids with different scales is prevented in faster R-CNN 

because it uses anchor boxes that deal with the detection of objects of various sizes and 

shapes. The method achieved a 66.9 percentage mAP value on the pascal VOC-2009 

dataset with a speed of 7 frames per second (FPS) when VGG16 is used as a base 

architecture [28]. 

2.6.4 You Only Look Once (YOLO)  

This method utilizes a slightly different approach for detecting objects from an image 

compared to the method described earlier. YOLO [42] uses a single CNN architecture 

for processing the image and eliminates the requirement for a separate step of 

generating regions of interest. 

 

Figure 2-23 YOLO algorithm for object detection [42] 
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As illustrated in Figure 2-23, this method separates the image into multiple subregions. 

Then, for each of these subregions, it forecasts bounding boxes and class probabilities. 

It divides the image into multiple cells with a size of 7×7. It utilizes two anchor boxes 

with varied aspect ratios in each of these cells to identify objects with different scales 

and sizes. The box is considered positive if it contains the center of an object. The 

YOLO algorithm predicts two values for each anchor box. The first number represents 

the probabilities while the other numbers indicate the coordinates for bounding boxes. 

The method achieved a 63.4 percent mAP value on the pascal VOC-2007 dataset with 

a speed of 45 FPS [42]. Several techniques such as the addition of batch normalization 

and more anchor boxes have been proposed recently for increasing the accuracy of 

YOLO architecture.  The additional layers will reduce the speed of inference. This 

method can be used for real-time inference but it fails when the size of an object to be 

detected is small or there is a severe occlusion [42]. 

2.6.5 Single-Shot Multi-Box detector  (SSD) 

This method has a great similarity with YOLO in terms of removing the need for region 

proposals and passing the image only once through a CNN architecture [41]. 

Figure 2-24(d) depicts the CNN architecture used by SSD. This method starts with a 

predetermined set of boxes like a rectangular grid overlapped on the entire image. 

Multiple boxes with varied aspect ratios are placed at a single point for making this 

method invariant to the size of an object. 

 

(a)         (b)         (c) 



Literature Survey 

 

43 

 

 

Figure 2-24 Image with ground truth (b) 8×8 Feature map (c) 4×4 feature map (d) Entire SSD 

architecture [41] 

It is shown in Figure 2-24(b). This method tries to predict the probability of each class 

and offset between the desired and predicted bounding boxes as shown in Figure 2-

24(c).  

The loss function in SSD is calculated by adding the probability loss defined by softmax 

loss and localization loss defined by smooth L1 loss. It can be described as follows: 

𝐿(𝑥, 𝑐, 𝑙, 𝑔) =  
1

𝑁
(𝐿𝑐𝑜𝑛𝑓(𝑥, 𝑐)+∝ 𝐿𝑙𝑜𝑐(𝑥, 𝑙, 𝑔))    (2.18) 

Where ‘N’ represents the total number of bounding boxes in a grid. The value of ‘x’ can 

be 0 or 1 depending on the bounding box has an object present or not. The value of ‘g’ 

indicated the coordinates for ground truth bounding boxes, and the value of ‘c’ indicates 

the probability of each class. 

SSD approach handles objects of various sizes by using the information of feature maps 

of several Conv layers for prediction. Many boxes can be predicted for the same object 

by this method which can be removed by using Non Maximum suppression (NMS) 

technique. It removes the bounding boxes which have a low value of confidence and a 

high value of IoU with adjacent boxes.  

SSD has two variants with one having a 300x300 (SSD300) input size and the other 

with a 512x512 (SSD512) input size [41]. SSD300 achieved mAP of 74.3 percent while 

SSD512 achieved 76.9 percent mAP value on the VOC-2007 dataset. The speed was 

46fps for SSD300 and 19fps for SSD512 [41]. Precision increases as more rectangular 
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boxes are utilized but fps decrease. Similarly, if maps from more Conv layers are 

utilized for prediction then mAP increases while fps decreases. 

2.6.6 Performance comparison of different CNN based object detection 

architectures 

There are two well-known performance metrics used for assessing the performance of 

object detection architectures: mAP and Computation speed in FPS. The methods 

explained in this section are compared using these two performance metrics in Table 2-

4 measured on a well-known Pascal VOC dataset. 

Table 2-4 Performance of different CNN architectures on object detection 

Architecture mAP  FPS 

YOLO [42] 63.4% 45 

Fast R-CNN [3] 70.0% 0.5 

Faster R-CNN with VGG16 [28] 73.2% 7 

SSD 300 [41] 74.3% 46 

Faster R-CNN with ResNet [38] 76.4% 5 

SSD 512 [41] 76.8% 19 

  

The comparison in Figure 2-25 and Table 2-4 indicate that SSD and YOLO have a good 

performance in terms of accuracy and speed. Few of these architectures have been 

improved in subsequent versions that were not taken into account for comparison. 

 

 

Figure 2-25 Comparing mAP and FPS using scatter plot 
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2.7 Concept of transfer learning for training CNN architectures 

The use of CNN in real-time applications of computer vision or natural language 

processing (NLP) necessitates a substantial amount of data. The use of large data will 

result in the usage of a considerable amount of computational resources in terms of 

memory and computation power. Large memory for supercomputers can be obtained 

in many research institutes and it is relatively inexpensive but researchers will find it 

difficult to access high-end GPUs with a large volume of virtual RAMs. The second 

key point to highlight is that even if one has access to massive computational resources, 

training these CNN models might take several days. The researchers will find it very 

difficult to try any solutions because it will take a long time for the output even after 

very minor adjustments. 

These problems can be solved using the notion of transfer learning where one can use 

a model which is pre-trained on a large dataset for a different application by making 

minor modifications. It can be understood through the use of a teacher-student scenario. 

A teacher can summarize all his/her experience and knowledge gathered to students 

within a single lesson. It is a knowledge transfer from an experienced teacher who acts 

as a pre-trained model to a rookie which is a new model attempting to solve a similar 

application. 

The information for CNNs will be in the form of learnable parameters and these 

parameters will be transmitted to the new network via transfer learning. It can take days 

to train the CNN for detecting all breeds of animals if we start from scratch but if we 

can use an SSD-VGGNet model pre-trained on the Imagenet dataset then the time 

required for training can be significantly reduced.  

There are several pre-trained models available for object detection in the literature 

which is summarized in Table 2-5 along with their inference time and mAP. They are 

all open-sourced and can be downloaded from [45]. The performance is measured on 

the COCO dataset which has objects from 80 different categories [45]. 
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Table 2-5 Pretrained architectures trained on COCO dataset for object detection [45] 

Architecture Inferecne 

time(ms) 

mAP[%] 

SSD MobileNet Version1 30 21 

SSD Inception Version2 42 24 

Faster R-CNN Inception Version2 58 28 

Faster R-CNN with ResNet50 89 30 

Faster R-CNN with ResNet50 and low proposals 64 - 

RFCN with ResNet101 92 30 

Faster R-CNN with ResNet101 106 32 

Faster R-CNN with ResNet101 and low proposals 82 - 

Faster R-CNN with Inception ResNet 620 37 

Faster R-CNN with Inception ResNet and Low 

Proposals 

241 - 

Faster R-CNN with NAS 1833 43 

Faster R-CNN with NAS and low proposals 540 - 

Though transfer learning is a fantastic concept, it must be applied with caution. The 

choice of a pre-trained model for a particular application must be chosen with extreme 

caution. A pre-trained CNN model for recognizing cars used for a voice classification 

task will produce extremely poor results but the same model applied for recognizing 

buses or auto-rickshaws will yield great results.  

Transfer learning can be particularly useful in computer vision applications because the 

shallow layers in all CNN architectures try to learn general features like corners and 

edges which are not related to particular objects. The parameters of shallow layers can 

be easily transferred to other applications where only deeper layers will require training. 

Transfer learning can be used to fine-tune an already trained architecture so that it can 

be used in various applications. CNN architecture without a Softmax output layer can 

act as a feature extractor that can be easily reused for other applications. This is of great 

reuse when there is a similarity in both applications. There are several pre-trained CNN 

architectures available for object classification which can be easily reused for 

recognizing other objects by altering the output layer.  
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If the dataset for the new application is large then the entire network can be retrained 

otherwise some of the layers in the pre-trained network can be frozen while training. 

The frameworks used for developing CNN architectures allow the facility to freeze and 

unfreeze layers while training CNN.  

2.8 Implementation of object detection and classification 

architectures on hardware platforms 

The general CPU architectures do not provide enough flexibility for implementing 

object detection architecture for real-time inference. It is always better to have a custom 

dedicated hardware platform for deploying these algorithms. The majority of object 

recognition and tracking applications are constrained by real-time performance 

requirements. This requirement is difficult to achieve on mobile and embedded 

platforms where these algorithms are used. It is even more difficult because of the 

computational complexity required by the algorithms. This requirement has led to the 

development of several embedded platforms which allow the deployment of algorithms 

with real-time performance in their available computing resources.  

Almost all of the techniques for object detection and classification outlined above 

include intrinsic parallelism. If these algorithms are implemented on hardware with 

additional parallel resources, they can significantly speed up. The use of GPUs with 

multiple computing cores will aid in speeding up the task by distributing it over several 

cores. 

Platforms like FPGA with a large number of digital signal processing blocks can also 

help in the acceleration of these algorithms. The implementation on these platforms is 

again constrained by memory and resource sharing requirements. Real-time application 

data rate requirements create a stringent temporal limitation. The processing of the 

video requires processing more than 30 FPS with high resolution for meeting the real-

time processing target. Some processes necessitate the partial or complete buffering of 

images. Most of the current devices have enough memory on-chip for storing or 

buffering a single image though there is a trend of storing it in off-chip memory and 

accessing it via parallel data lines when required.  
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There are trade-offs in using GPU or FPGA as a hardware platform for deploying object 

detection algorithms. The algorithms can also have a dedicated chip which is called 

ASIC. The comparison between all these hardware platforms is done in Table 2-6. 

Table 2-6 Comparison between different hardware platforms 

Parameter CPU GPU FPGA ASIC 

Parallel Processing 

capability 

Low High High High 

Re-Configurability No Yes Yes No 

Coding Effort Little Large (To get 

required speed 

up using 

CUDA) 

Large 

(Specific 

knowledge of 

HDL) 

Large 

(Specific 

knowledge of 

HDL) 

Interconnect 

programmability 

No No Yes No 

Memory Access Slow Moderate Fast Fast 

Power Requirement Large Large Small Small 

Cost Low Low Moderate High 

Processing Speed Low High High Very High 

Area Moderate Moderate Small Very Small 

Stand Alone capability No No Yes Yes 

 

It can be observed that FPGA and GPU provide great flexibility for developing a 

prototype for the algorithms. They also provide sufficient computing resources and 

memory at an acceptable cost. The detailed comparison between GPU and FPGA in 

terms of computational parameters is shown in Table 2-7.  
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Table 2-7 Feature-wise comparative analysis  between FPGA and GPU 

Feature  Analysis  Winner  

Floating-point 

Processing  

The total floating-point operations per second of the best GPUs are 

higher than the FPGAs’ with the maximum DSP capabilities.  

GPU  

Timing Latency  Algorithms implemented into FPGA provide deterministic timing, 

with latencies one order of magnitude less than GPUs.  

FPGA  

Processing / 

Watt  

Measuring GFLOPS per watt, FPGAs are 3-4 times better. Although 

still far away, the latest GPU products are dramatically improving 

power burning.  

FPGA  

Interfaces  GPUs interface via PCIe, while FPGA flexibility allows connection 

to any other device via -almost- any physical standard or custom 

interface.  

FPGA  

Backward 

Compatibility  

Software developed for older GPUs will work in the new devices. 

FPGA HDL can be moved to newer platforms, but with some 

reworking.  

GPU  

Flexibility  FPGA lacks the flexibility to modify the hardware implementation of 

the synthesized code, being a no-problem issue for GPUs developers.  

GPU  

Size  FPGA’s lower power consumption requires less thermal dissipation 

countermeasures, implementing the solution in smaller dimensions.  

FPGA  

Development  Many algorithms are designed directly for GPUs, and FPGA 

developers are difficult and expensive to hire.  

GPU  

Processing / €  Mid-class devices can be compared within the same order of 

magnitude, but GPU wins when considering money per GFLOP.  

GPU  

 

It can be seen that both the platforms have their pros and cons but GPU provides more 

flexibility in terms of deployment of deep learning algorithms. The recent advancement 

in deep learning algorithms has also seen rapid developments of embedded GPU 

platforms. These platforms have dedicated computing resources that aid in the 

acceleration of deep learning algorithms. The availability of on-chip CSI or USB 
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connectors for interfacing cameras allows easy prototyping of computer vision 

algorithms developed using deep learning algorithms. A detailed comparison between 

several embedded platforms used for deployment is given in Table 2-8. 

Table 2-8 Comparison between different embedded platforms 

 
Jetson 

Nano 
Jetson TX1 

Jetson 

TX2 

Jetson 

AGX 

Xavier 

 

Google 

Coral 

Raspberry 

Pi 
Intel NCS 

Price 

(approx.) 
Rs. 9300 Rs. 25000 Rs. 50000 

Rs. 

1,23,980 

Rs. 

15,000 
Rs. 5,000 Rs. 6,000 

 

Processing 

Power 

472 

GFLOPS 
1,000GFLOPS 

1,300 

GFLOPS 

32,000 

GOPS 

4,000 

GOPS 

13.5 

GFLOPS 

100 

GFLOPS 

Technology 

4GB 64-

bit 

LPDDR4 

@ 

1600MHz 

| 25.6 

GB/s 

4GB 64-bit 

LPDDR4 @ 

1600MHz | 

25.6 GB/s 

8GB 128-

bit 

LPDDR4 

@ 

1866Mhz 

| 58.3 

GB/s 

16GB 

256-bit 

LPDDR4x 

@ 

2133MHz 

| 137GB/s 

1 GB 

LPDDR4 

4 GB 

LPDDR4 
- 

GPU 

128-core 

NVIDIA 

Maxwell 

@ 

921MHz 

256-core 

NVIDIA 

Maxwell @ 

998MHz 

256-core 

NVIDIA 

Pascal @ 

1300MHz 

512-core 

Volta @ 

1377 

MHz + 64 

Tensor 

Cores 

Integrated 

GC7000 

Lite 

Graphics 

- 

Intel® 

Movidius™ 

Myriad™ 

X Vision 

Processing 

Unit 4GB 

Storage 
MicroSD 

card 

16GB eMMC 

5.1 

32GB 

eMMC 

5.1 

32GB 

eMMC 

5.1 

MicroSD 

card 

MicroSD 

card 
- 

Power 

Consumption 

 

5W 

 

10 W 

 

7.5W 

 

30 W 

 

2W 

 

6.66 W 

 

1 W 



Literature Survey 

 

51 

 

Stress Test 

Price 

Efficiency 

(GFLOPS/Rs) 

50.7 40 26.00 258.3 266.6 27.0 16.66 

Power 

Efficiency 

(GFLOPS/W) 

94.4 100 173.33 1066 2000 2.04 100 

Most of the values are taken from their respective specification manuals and prices are 

taken from online selling platforms. Price and power efficiency are also calculated for 

aiding the comparison between all the platforms. Raspberry Pi doesn’t have a dedicated 

GPU for accelerating deep learning algorithms while Google coral can only run a lite 

version of Tensorflow which does not support custom operators. Intel neural computing 

stick requires a dedicated Linux host so it can’t be used in a stand-alone application. 

All the Jeston modules are suitable for given research but Jetson Nano has been chosen 

for its cost and power efficiency. 

2.9 Summary of object detection and classification architectures 

for driver assistance system proposed in the literature 

The computer vision approach for DAS deals with the identification of various objects 

that come across the vehicle while driving and assists the driver in taking driving 

decisions based on the detected objects. These objects can be traffic signs, traffic lights, 

cars, trucks, autorickshaws, pedestrians, bicycles, etc. Traffic signs are particularly 

useful for drivers in making driving decisions in complex weather scenarios. They are 

small in size, located on the side of the roads and different in different countries so the 

problem of a traffic sign is solved separately then detection of other objects.  

Object classification deals with the identification of the class of an object in the image. 

It is comparatively easy than object detection where we need to localize the object using 

a bounding box in an image and then classify it. The thesis first deals with the 

classification of traffic signs where it is assumed that the image only contains traffic 

signs and no other object is present. It needs to identify the class of traffic signs from a 

low-resolution image.  Then it deals with localization and classification of traffic signs 
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using an end-to-end CNN architecture. The last chapter deals with the detection of 

objects apart from traffic signs in rainy conditions. This section gives an overall 

summary of various architectures proposed for all of these problems. Some of the 

architectures can be used to detect both traffic signs and other objects. 

The research in traffic sign detection (TSD) and traffic sign classification (TSC) 

involves two basic approaches: The first one used texture-based methods which rely on 

color and shape information for detecting and classifying traffic signs. The second 

approach uses a learning-based approach which solves the problem by learning 

important features from an image and then classifying it. This approach also includes 

CNN-based algorithms which use an end-to-end learning mechanism for detecting and 

classifying an object.   

Some of the traditional methods used for TSC are as follows: Color segmentation in 

YUV color space was utilized by authors in [46] for TSC. The authors in [47] used 

shape and color cues for detecting signs from an image. Traffic signs mostly come in 

only a few colors so thresholding of these colors was employed by authors in [48]. 

Because shape information can be easily obtained using the Hough Transform [49], the 

authors in [50] employed it for TSD. The authors in [51] employed the EDCircle 

algorithm [52] for TSD which could only detect circular signs. 

The traditional color and shape-based methods are computationally very efficient and 

simple to implement. They fail when the illumination is not proper or the color of traffic 

signs fades due to aging. They also can’t handle the occlusion or deformation of traffic 

signs. The feature learning-based methods can overcome some of these problems. 

Most of the learning-based methods used Histogram of oriented features (HOG) [53] 

for extracting features from traffic signs and Support Vector Machine (SVM) [54] for 

classifying those features. The authors in [55] and [56] used a combination of HOG and 

SVM for TSD and TSC. Some of the researchers have also used K Nearest 

Neighbor(KNN) [57] and Random Forest [58] algorithm for TSC. The recent 

advancement in deep learning algorithms has seen researchers use end-to-end CNN 

architecture for TSD and TSC. 

The algorithms using CNN have achieved performance similar to humans in some 

constrained scenarios for TSC. The authors in [59] employed a multi-column CNN [60] 

architecture for recognizing traffic signs from an image. The authors in [61] suggested 
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the use of multi-scale CNN architecture [62] which allowed the classification of traffic 

signs in different sizes and shapes. The reason behind this human-level performance of 

CNN architecture in TSC is that no other traffic sign or object is present in an image. 

The use of CNN in object detection for DAS comes with different challenges. R-CNN 

[40] made the first significant breakthrough in detection using CNN.  Although it 

significantly enhanced accuracy, it had several downsides. It employed selective search 

[43] and Edgebox [44] for generating region proposals. The CNN architecture was used 

for extracting features and SVM for classifying features from the proposed regions. It 

required independent training of both CNN and SVM architecture. It also necessitated 

several passes through CNN for all regions which slowed the performance of detection. 

SPP-Net [63] advocated increasing the speed of detection by calculating features for all 

areas at the same time, however, it still required different training of multiple 

architectures. Fast R-CNN [3] was improved further by replacing SVM with a softmax 

layer for classification. The requirement of selective search still slowed down the 

process of object detection. Faster R-CNN [28] solved this problem by employing RPN 

instead of selective search which allowed the training of architecture from start to finish 

in one go. All these methods used separate region proposals for object detection. 

This need for separate region proposals was removed in YOLO [42] and SSD [41]. The 

detection required only a single pass through the architecture in both of these methods 

which helped in increasing the speed of the network. They employed CNN for 

classification and regression and divided the image into rectangular grids or default 

bounding boxes. The YOLO employed a single prediction layer, which resulted in a 

faster but less accurate algorithm [42]. The SSD [41] used numerous feature maps at 

different scales for prediction which increased its accuracy. Both SSD and YOLO 

performed poorly when it came to recognizing objects which are small in size.  

The authors of [64] presented Deconvolutional-SSD (DSSD) which improved the 

performance of SSD on small objects by fusing the feature maps of shallow layers with 

deep layers. This increased accuracy comes at the expense of speed. BaNET 

architecture [7] was also proposed which used dilated convolution for improving 

performance on small objects. These algorithms also performed poorly when the 

driving environment is unconstrained like Indian roads. The authors of [65] proposed a 

combination of domain-specific classifiers and effective transfer learning techniques 

over faster R-CNN which improved the performance of object detection in 
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unconstrained environments. The authors of [66] evaluated performances of YOLO-V3 

[67], Poly-YOLO [68], Mask R-CNN [69], Retina-Net [70], and Faster-RCNN [28] on 

the Indian Driving Dataset [71] and also proposed a few-shot learning method for 

training on new classes. 

Most architectures above used deep CNN architectures as feature extractors which 

consume large memory and make the performance slower. Many researchers have 

proposed lightweight feature extractors which can improve inference speed and 

memory utilization. The architectures like MobileNet-SSD [39], MobileNetV2-

SSDLite [72], Pelee[73], and Tiny-DSOD [74] used lightweight feature extractors 

which allowed implementation on mobile devices with low frame rates. The authors of 

[75] proposed lightweight separable CNN-based architecture for pedestrian detection 

in DAS which could be implemented on embedded devices. The authors of  [76] 

implemented various recent lightweight deep learning architectures like EfficientDet 

Lite [77] and Yolov3-Lite[78] on the Jetson TX2 development board.  The accuracy of 

these algorithms was not sufficient for using them in DAS. The proposed research tries 

to use a shallow feature extractor with some architectural modifications which allow its 

implementation on the hardware platform and give sufficient accuracy to be used in 

DAS.     

The thesis also tries to improve the performance of CNN-based object architectures in 

rainy conditions. There are several architectures available in the literature for working 

with rainy images. Inter-frame information and temporal features are used in video-

based algorithms to remove rain [79, 80]. This work focuses on introducing de-raining 

architecture into the object detection pipeline to avoid using temporal information. 

Many academicians have suggested algorithms that treat a rainy image as a linear 

combination of clear and rain streak images. They separated rain streaks from the image 

using approaches such as the Gaussian mixture model [81], representation in the low-

rank form [82], and representation in the sparse form [83]. These approaches did not 

perform well in removing rain streaks, and when object characteristics have the same 

orientation as rain streaks, they are also deleted. 

Many CNN-based algorithms are proposed which learns the mapping between rainy 

image and clean image. The algorithm proposed in [84] and [85] decomposes the rainy 

image into the base and detail layer and tries to learn the mapping between the detail 
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layer and the negative residual. This approach is fairly accurate but they used deep 

ResNet [86] architecture to learn the mapping which requires large computational 

resources and memory. Some lightweight architectures like residual guide FFN [87] 

and pyramid network [88] are also proposed but they are not very accurate. Recent 

architectures use variations of generative adversarial networks (GAN) to generate de-

raining images [89]. These architectures provide good performance but they are 

difficult to train and require large datasets. This thesis uses a combination of negative 

residual mapping and lightweight architecture for accurate de-raining on a hardware 

platform with limited computational resources. 

2.10 Research gap 

The following gaps were identified by studying the object detection and classification 

architectures available in the literature. 

 Most of the architectures used for DAS require a large amount of memory and 

computational resources which is making them difficult to implement on 

embedded platforms that have limited computational resources. It is even more 

difficult to get a real-time performance on embedded platforms. 

 The resolution used for the architectures in the literature was small which 

affected their performance in detecting the small objects from high-resolution 

images particularly traffic signs.  

 The architectures in the literature performed poorly in various lighting and 

adverse weather conditions.  

 Most of the architectures suffered from class imbalance problems which was 

the reason behind their poor performance on classes with low examples in the 

training set. 

These are the main challenges that have been worked upon in this thesis.  
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3. Traffic Sign Classification 

3.1 Introduction 

The recognition and classification of traffic signs is a crucial component of any driver 

assistance or autonomous driving system. Traffic signs are used to keep a smooth flow 

of traffic and to prevent accidents on the road. Traffic signs are instrumentals in 

detecting curves on the roads at night and in mountainous areas. Traffic signs can help 

drivers who are driving in poor visibility situations, particularly in case of rain or fog. 

The right reading of road signs can significantly help in reducing accidents on road. 

They are constructed with a particular color and shape to convey important information 

about laws for road, turns on the road, speed limit, conditions of the road, ongoing 

construction work, etc. Detecting and classifying traffic signs is a complex computer 

vision task. The information about the shape and color of traffic signals can be utilized 

by computers for detection and classification. Various TSD algorithms are developed 

which utilize color and shape information. These systems have limitations. Color 

fading, partial occlusion, illumination change, motion blur, and other issues pose 

significant challenges for these systems. The development of massive datasets of traffic 

signs and computing resources with significant processing capability has transformed 

the research in TSC. The conventional way of classifying signs by texture information 

is being superseded by CNN-based methods.  

The CNN-based approaches also require some preprocessing steps for making the 

system invariant to color and affine transformation. The proposed CNN network for 

TSC in this chapter introduces an end-to-end method for classifying traffic signs 

without any preprocessing steps. The objective of the proposed architecture is to 

eliminate any preprocessing phase and create an architecture that is insensitive to any 

affine transformation or changes in lighting and color conditions. It accepts a raw image 

as an input and gives a probability of the corresponding classes as output without any 

additional processes. If we want to integrate this architecture in automobiles, we'll need 

some kind of hardware platform for deployment. The proposed trained CNN model is 

deployed on Jetson Nano board and mobile platforms for prototyping. The proposed 

architecture and its results are published in [90]. 
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The remainder of the chapter is structured as follows. The section 3.2 goes over the 

specifics of the proposed system as well as the theoretical foundations of the algorithms 

used. Section 3.3 displays the outcomes of the proposed system's experiments on two 

well-known datasets.  

The next section goes through the specifics of a suggested system. 

3.2 Proposed System Architecture 

Figure 3-1 depicts the steps for the design of the proposed CNN architecture. 

 

Figure 3-1 Design of the proposed architecture 

The proposed architecture contains a Color Transformer Network (CTN) [91] for 

transforming color space, Spatial Transformer Network (STN) [92] for learning 

parameters for affine transformation, and a regular CNN for extracting and classifying 

features as a single trainable module. All these networks can be trained simultaneously. 

CTN and STN will also learn their weights via gradient descent and backpropagation, 

just like ordinary CNN. The performance of the architecture is evaluated by training it 

on the German Traffic Sign Recognition Benchmark (GTSRB) [93] or the Belgium 

Traffic Sign Dataset (BTSD) [94]. The proposed architecture is implemented on Jetson 

Nano [10] embedded board for real-time prediction. The architectural details of each 

component are explained below: 



Traffic Sign Classification 

 

58 

 

3.2.1 Color Transformation Network (CTN) 

Mostly RGB color format is used for storing color images on the computer. This format 

is highly sensitive to changes in lighting conditions or illumination which prompted 

researchers to use YCbCr or HSV color spaces for training CNN architectures. This 

necessitates deciding on optimal color space for a given application and an additional 

step of color space conversion before applying to CNN. 

The ideal condition would be that network could learn these color conversion 

parameters while training on the dataset. Mishkin and his colleagues suggested a 

method for learning color space conversion based on 1×1 convolution [91]. They 

suggested several techniques but the best performing among them sends an input image 

through a network that has ten 1×1 Conv layers followed by three 1×1 Conv layers. 

RelU is employed as a non-linear function after each Conv layer. The weights of the 

network will be learned while training and they will be depended on the dataset which 

is used for training.  

3.2.2 Spatial Transformer Network (STN) 

STN [92] is a module that can learn parameters for the spatial manipulation of images. 

It can be added to any CNN architectures for allowing them to learn parameters for 

spatial transformation according to the dataset while training. The complete architecture 

for STN is shown in Figure 3-2 below: 

 

Figure 3-2 The architecture of STN [92] 

The parameters for transformation which are called θ are learned by using CNN for 

regression. The feature map U is given as an input to this localization network.  The 

regular spatial grid G over output is transformed to Tθ(G) by using parameters θ. The 

feature maps are resampled using this grid for generating the final output V. It receives 
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an image of size 32×32×3 as an input and generates six parameters for affine 

transformation. The following table depicts the architecture of the Localization network 

utilized in the proposed architecture: 

Table 3-1 The layerwise architecture of the localization network 

Name of the Layer 

Size of 

the 

filters 

Total filters 

Conv Layer 1 3×3 32 

Max-Pooling Layer with a Stride of 

2x2 
- - 

Conv Layer 2 3×3 64 

Max-Pooling Layer with a Stride of 

2x2 
- - 

Conv Layer 3 3×3 64 

Max-Pooling Layer with a Stride of 

2x2 
- - 

Fully Connected Layer 1 - 128 

Fully Connected Layer 2 - 64 

Fully Connected Layer 3 - 6 

 

The output for this network will be the matrix of six parameters used for transformation

 as shown in equation 3.1: 

𝐴𝜃 = [ 
𝜃11 𝜃12 𝜃13

𝜃21 𝜃22 𝜃23
 ]                       (3.1) 

These parameters will be used by the grid generator for generating coordinates in the 

input image for all pixels in the output image. It is done using equation 3.2: 

(
𝑥𝑖

𝑠

𝑦𝑖
𝑠) = 𝑇𝜃(𝐺𝑖) =  𝐴𝜃 (

𝑥𝑖
𝑡

𝑦𝑖
𝑡

1

)                      (3.2) 

Where (𝑥𝑖
𝑠,𝑦

𝑖
𝑠) are pixel coordinates from the source image and (𝑥𝑖

𝑡,𝑦
𝑖
𝑡) are pixel 

coordinates for the output image. 𝐴𝜃 is the matrix of learned parameters.  The final pixel 

values are generated from values in the grid by using bilinear interpolation. 

3.2.3 Proposed CNN architecture 

It is employed in the system for feature extraction and classification. It is made up of a 

sequence of convolutional and pooling layers that are used to learn hierarchical features 

from images. The ReLU activation function is utilized throughout the architecture 
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because it is simple to compute and speeds up learning. It also avoids the vanishing 

gradient problem. The output of STN which is a spatially modified image is fed into 

the CNN as input. It has the same size as the supplied image. Table 3-2 depicts the 

layer-wise CNN architecture employed for the proposed architecture. 

Table 3-2 Detailed architecture of CNN  

Name of the Layer Size of the filter 
Total number of 

filters 

Conv Layer 1 3×3 16 

Conv Layer 2 3×3 32 

Max-Pooling Layer 1 with a 

Stride of 2x2 
- - 

Conv Layer 3 3×3 64 

Conv Layer 4 3×3 96 

Max-Pooling Layer 2 with a 

Stride of 2x2 
- - 

Conv Layer 5 3×3 128 

Conv Layer 6 3×3 64 

Max-Pooling Layer 3 with a 

Stride of 2x2 
- - 

Fully Connected Layer 1 - 128 

Fully Connected Layer 2 - 
43 for GTSRB 

and 62 for BTSD 

The batch normalization layer which normalizes the output of each feature map is used 

after each Conv layer. This layer helps in speeding up the training and increasing the 

accuracy of prediction [95]. The input for training on GTSRB [93] is 32×32 color 

images. The output layer will have 43 neurons corresponding to 43 classes in GTSRB 

[93]. The BTSD [94] has 64×64 color images which are given as an input and the output 

has 62 neurons corresponding to 62 classes in BTSD.  

3.2.4 Jetson Nano embedded platform 

A GPU helps in the acceleration of parallel computations such as convolutions so the 

proposed architecture needs to be implemented on an embedded platform with GPU 

capability for faster performance. Many GPU-based embedded platforms like Google 
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Coral, Jetson Nano, TX1, and TX2 are available in the market as mentioned in the 

earlier chapter. Jetson Nano board is chosen for prototyping the proposed architecture.  

The jetson nano board [10] has been developed by NVIDIA and has a small 1.43GHz 

quad-core CPU with ARM A57 architecture. It has a powerful GPU for quick 

computation. The GPU on the Nano board has Maxwell architecture with 128 parallel 

cores. The onboard RAM is 4GB and the board is powered by a MicroSD card. The 

peripherals like keyboard, mouse, cameras, etc can be connected via four USB ports. 

The monitors can be connected via an HDMI port. The board achieves the performance 

of 472 GFLOPs [10]. The board uses Jetpack as an operating system which is a lighter 

version of Ubuntu adapted for NVIDIA boards. The TensorRT [11] is used for the 

implementation of the proposed architecture for faster inference. 

3.3 Experimentation results for the proposed architecture 

The proposed CNN architecture is implemented using Tensorflow and the Keras 

framework. The proposed architecture is evaluated on both GPU and CPU. The 

NVIDIA GeForce-940 GPU with 4GB of RAM is utilized for implementing the 

architecture. The processor has an i5 architecture and 8GB of RAM along with 2.2 GHz 

of clock speed. BTSD [94] and GTSRB [93] were utilized as datasets. They both have 

vast traffic sign data recorded in real-world scenarios and are ideal for training the 

proposed architecture. 

Table 3-3 Hyperparameter values used for GTSRB 

Parameter Value 

Input Image Size 32×32×3 

Number of Classes 43 

Batch Size 256 

Number of Epochs 50 

Learning Rate 0.0005 

No. of  Training Images 34799 

No. of  Validation Images 4410 

No. of Testing Images 12630 

Training Accuracy 99.94% 

Validation Accuracy 99.16% 

Test Accuracy 98.40% 

Classification time 3.9ms/image  
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The dataset is divided into training, validation and test components. The architecture is 

trained on the training dataset component and hyperparameters are adapted using the 

validation component. The architecture achieves an impressive 98.4% test accuracy on 

the test component of the dataset. The increase in training and validation accuracy after 

every epoch is shown in Figure 3-3 below. Adaptive moment estimation (Adam) [96] 

is preferred as an optimization function while training because of its faster convergence 

and lower fluctuations compared to RMSProp and Nadam Optimizer as shown in 

Figure 3-3. The equations for updating weights using ADAM optimizer while training 

are given below:   

Exponentially decaying averages (EDA) of past gradients is calculated by: 

𝑚𝑡 = 𝛽1𝑚𝑡−1 + (1 − 𝛽1)𝑔𝑡                                 (3.3)  

EDA of past gradients which are squared is calculated by: 

𝑣𝑡 = 𝛽2𝑣𝑡−1 + (1 − 𝛽2)𝑔𝑡
2                                 (3.4)  

 Bias correction is given by �̂�𝑡 =
𝑚𝑡

1−𝛽1
𝑡  and �̂�𝑡 =

𝑣𝑡

1−𝛽2
𝑡  and the equation used for 

updating weights is given as: 

𝜃𝑡+1 = 𝜃𝑡 −
𝜂

√�̂�𝑡+𝜖
�̂�𝑡                                             (3.5) 

The value for 𝛽1 is taken as 0.9 and 𝛽2 is taken as 0.999 in the proposed work. 

 

Figure 3-3 Plot of accuracy vs epochs for different optimizers 

 The parameters used for training in BTSD are shown in Table 3-4. 
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Table 3-4 Hyperparameter values for BTSD 

Hyperparameter Value 

Size of Input 64×64×3 

Total Classes 62 

Learning rate 5e-4 

Batch Size 256 

Number of Epochs 50 

Total images for training 4575 

Total images for validation 2520 

Train Accuracy 98.26% 

Validation Accuracy 96.31% 

Inference time 3.9 ms 

 

The plot for variation in the accuracy at the end of each epoch is shown in Figure 3-4 

below. The ADAM algorithm is used for optimization during training. 

 

Figure 3-4 Plot of accurcy vs epochs for ADAM optimizers 

As illustrated in Figure 3-4, it was discovered that accuracy on train dataset is relatively 

high when compared to accuracy on validation data. It can be concluded that the model 

was overfitting the training data. Dropout [30] with a probability of 0.3 was utilized in 

fully connected layers to overcome this. It randomly eliminated neurons during training 

of the architecture which results in a distinct architecture being trained each time. It 

eliminates overdependence on any neuron and so avoids overfitting. Figure 3-5 depicts 

the few accurately detected signs taken from german dataset. 
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Figure 3-5 Traffic signs with correct predictions 

It is important to verify the performance on random images which are not constrained 

by the dataset so few images are taken from the internet for measuring the performance 

of the proposed architecture. 

 

Figure 3-6 Prediction results for images from the web 

The architecture does make mistakes on a few of the images from the dataset and a few 

images from the web. It is important to look at these images. These are displayed in 

Figure 3-7. 
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Figure 3-7 Traffic sign images which are wrongly classified by the architecture 

As can be seen from Figure 3-7, there is severe blurriness in some of the images along 

with illumination issues. Even humans will find it difficult to recognize these signs by 

just looking at these images. The accuracy of the proposed architecture on GTSRB is 

compared with other architectures in Figure 3-8. 

 

 

Figure 3-8 Comparison of classification accuracy of the proposed algorithm with other 

architectures 

The proposed algorithm's performance is quite near to that of humans when STN is 

combined with CNN. It may be possible to exceed even human performance if 

architecture is trained for a longer period and some of the hyperparameters are tweaked. 
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3.4 Implementation on mobile and embedded devices 

The traffic sign classification architecture is converted to the Tensorflow Lite model 

for deployment on mobile and embedded devices. TensorFlow Lite with its ability to 

support on-device inference has the following advantages compared to the traditional 

way of performing deep learning inference for Mobile Applications.       

 Lower Latency or Fast Processing  

 Improves Privacy of Data 

 Removes the need for Internet Connectivity 

 Reduce Power Consumption 

 Allows use of data from sensors available on Device 

The converted model is deployed on the Jetson Nano development board. The Jetson 

Nano classifies traffic signs in about 12ms, which is faster than the CPU-only 

processing unit's 40ms. The result on Jetson Nano is shown in Figure 3-9. As a result, 

this technology is easily deployable in cars for real-time applications.  

 

Figure 3-9 Traffic sign classification result on Jetson Nano 

 

Figure 3-10 Traffic sign classification using mobile camera 
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The model can also be deployed for inference on Android or iOS devices. The sample 

snapshot for deployment as an Android application is shown below in Figure 3-10. 

The image displays the number of the class instead of the actual class name but it is 

verified that the results are accurate. 

3.5 Summary 

Classification of traffic signs is critical for developing DAS. A unique architecture 

based on CNN, CTN, and STN is proposed in this chapter. It eliminates the requirement 

for preprocessing to make CNN color and affine transformation insensitive. The 

architecture is end-to-end and can be trained in a single step for learning weights. The 

algorithm's performance is compared for two well-known TSC datasets. The model's 

performance is also validated on the Jetson Nano hardware platform and mobile 

devices. It can achieve real-time performance on these devices. This architecture can 

be used with an Image pyramid and sliding window approach for traffic sign detection 

as well. 
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4. Traffic Sign Detection 

4.1 Introduction 

The identification of traffic signs (TSD) has attracted the interest of many researchers 

nowadays as it can be an integral part of any DAS or autonomous car [99,100]. As seen 

in the last chapter, the shape and color of traffic signs are distinct.  The placement of 

traffic signs is on the side of the road so they will occupy both the corner regions when 

images are taken from a camera mounted on the vehicle. This makes the detection of 

traffic signs a little bit more difficult.  

The placement of traffic signs also complicates the situation of human drivers and they 

also sometimes fail to notice signs and end up having road accidents. If a device that 

detects traffic signs automatically is connected with any vehicle then it can greatly assist 

drivers [101]. It will aid in the enforcement of traffic laws and the avoidance of 

accidents, particularly under severe weather circumstances such as fog and rains [101]. 

It will be of great help when traveling on mountains where a driver can have an early 

judgment about curvature on the roads. 

TSD is one of the toughest tasks for building DAS. Despite receiving a lot of attention 

in recent years, it has yet to achieve satisfactory performance levels. There are 

numerous difficulties in identifying traffic signs from high-resolution photos. The 

difficulties caused by occlusion, lighting changes, clutter, or shape changes can degrade 

the performance of TSD. 

The particular issue with traffic signs is that they occupy a very little area of the whole 

image which is sometimes smaller than one percent of the image size which makes 

them difficult to detect. The performance of TSD is also suffered due to intraclass 

variation in traffic signs. Some of the traffic signs look very similar to each other and 

intraclass variance is very small which makes them difficult to distinguish. The issue 

of motion blur which is introduced when images are taken from a moving vehicle also 

hampers the performance. The integration of the TSD system with existing vehicle 

systems requires real-time performance on low-cost hardware platforms with scarce 

memory and computational resources which is extremely difficult to achieve. 
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Despite the limitations described above, the introduction of learning-based methods has 

significantly enhanced the accuracy of detecting traffic signs from images. CNN has 

achieved near human-level performance in TSR as seen in the previous chapter. It has 

also improved accuracy for TSD. The drawback of using CNN is the requirement of 

enormous computation power and memory bandwidth [99-101].  It also requires large 

datasets with labels for training the architecture which was not available for traffic signs 

a few years back. The available computing resources also require the processing of low-

size images which necessitates downsampling of HD images which reduces the 

accuracy of detection. 

The objective of this proposed architecture given the performance limitation above is 

to develop a TSD system that can be implemented on any hardware platform with 

constrained resources without any effect on detection performance. The idea is to 

prevent any road accidents by early detection of traffic signs. 

The proposed architecture and its result are published in [102]. The following 

contributions are made by the proposed architecture: 

 It can handle resolutions of 1360×800, which is significantly higher than 

previous techniques, which required images to be reduced to 300×300 or 

512×512 [41]. This aids in the accurate detection of small traffic signs from 

high-resolution images captured by high-definition cameras. 

 The introduction of the CTN module in the architecture makes it insensitive to 

change in lighting conditions. 

 The introduction of a feature fusion module improves the accuracy of detecting 

small traffic signs. The receptive field calculation is used for determining which 

Conv layer features can be used for fusion. 

 It uses focal loss [70] as a loss function rather than the previously employed 

categorical cross-entropy. The use of focal loss helps in improving the accuracy 

of traffic signs with fewer examples by preventing any class imbalance.  

 It results in a significant reduction of memory requires to store the model, the 

number of parameters for training, and FLOPs. This helps in its implementation 

on the Jetson Nano hardware platform. 
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The remainder of this chapter is structured as follows. Section 4.2 goes through the 

specifics of the proposed CNN architecture as well as the theoretical aspects. Section 

4.3 displays the results of the experiments and performance calculations for the 

proposed system.  

4.2 Proposed Traffic Sign Detection Architecture 

The architecture has more similarity with the SSD [41] based approaches than region 

proposal approaches [3,28,40].  

It is a carefully taken decision by keeping the end goal of hardware implementation in 

mind since the SSD-based approaches use single end-to-end architecture for detection 

which results in the requirement of fewer computational and memory resources. The 

motivating factor behind the design of the proposed architecture was the detection of 

small traffic signs from high-quality images in diverse lighting circumstances while 

maintaining low computational complexity. Figure 4-1 depicts the proposed TSD 

architecture. 

 

Figure 4-1 Proposed TSD architecture 

The TSD architecture employs feature maps from the last four Conv layers for detecting 

and classifying traffic signs. It employs CTN [91] to make the architecture insensitive 

to changes in lighting and illumination conditions. SSD architectures have poor 

performance on small objects [41]. The reason behind poor performance can be 

understood by the receptive field concept. The deep base architecture in SSD results in 
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features of a deeper layer used for prediction having a very high receptive field on input 

image which cannot represent small objects. The size of traffic signs in the dataset used 

for training ranges from 16×16 to 128×128 in image sizes ranging from 1360×800 to 

2048×2048 [103,104].  The resizing of images to a smaller dimension will result in 

reduced size of traffic signs which will further complicate the task of detection.  

The architecture shown in Figure 4-1 is capable of processing high-resolution images 

without the need for any resizing. The total number of Conv layers used for feature 

extraction is determined by the receptive field calculation, which will be discussed later. 

The design additionally employs a feature fusion module [8] to improve the 

architecture's performance on small objects. The architecture is made up of convolution 

and pooling layers that are sequentially stacked for feature extraction. It normalizes the 

activations using Batch Normalization after each Conv layer for better training and 

faster convergence [95]. The ELU [105] is employed as a non-linear function which is 

explained later in the chapter. 

The architecture is initially trained using cross-entropy as a loss function with hard 

negative mining [41]. It resulted in very poor accuracy for traffic signs with small 

examples in the training set. The architecture is also trained using focal loss [70], which 

successfully mitigates the effect of class imbalance. The end goal of the implementation 

of architecture on hardware requires a critical evaluation of its performance in terms of 

memory and computational cost. The choice of layers and number of parameters is also 

done based on this requirement. The following concepts are employed in the 

architecture and are discussed in detail: 

4.2.1 Color Transformation Network (CTN) 

The use of CTN [91] is explained in the previous chapter. The proposed architecture 

also uses two 1×1 layers for learning parameters of color space conversion according 

to the dataset. This architecture uses ELU [105] as an activation function instead of 

RelU used by the module in the last chapter as it gave better performance and quicker 

convergence of detection architecture. 
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4.2.2 Understanding the convolution operation  

It is essential to understand the computational requirement of CNN when it is 

implemented on the hardware platform. The main computation of CNN takes place 

within the Conv layer.  

If ‘c’ indicates the kernel number, ‘b’ indicates the bias, ‘f’ indicates the kernel, The 

number of input channels is represented by ‘Ci’, ‘Ic’ represents the feature map given 

as input to the convolution operation and ‘Oc’ represents the output after convolution 

then the computation in convolution layer can be stated as Equation 4.1 

𝑂𝑐 =  ∑ (𝐼𝑐 ∗ 𝑓𝑐, 𝑐) + 𝑏𝑐
𝐶𝑖
𝑐=1       (4.1) 

This equation can be used for the calculation of convolution in every Conv layer which 

is nothing but a dot product of input and filter at every pixel location in the image. 

4.2.3 Calculating the cost of computation for convolutional layers 

The notations used for calculating computational cost are summarized in Table 4-1. 

Table 4-1 Description of various notation used  

Symbols Used for 

nH Height of the output map 

nW Width of the output map 

fW Width of the filter 

fH Height of the filter 

ni Total channels in the input  

no Total channels in the output 

The computational cost can be calculated in terms of Multiply and Accumulate (MAC) 

or Floating points operation per second (FLOPs). The MAP for the Conv layer can be 

calculated using equation 4.2 if the stride used is 1. 

𝑀𝐴𝐶 =  𝑓𝐻 ∗  𝑓𝑤 ∗  𝑛𝐻 ∗ 𝑛𝑊 ∗  𝑛𝑖 ∗  𝑛𝑜        (4.2) 

The product of the size of the filter and the total number of applied filters gives the total 

number of parameters which is needed to be trained at each layer. It can be calculated 

using equation 4.3 where ‘P’ indicates the total number of trainable parameters. 

𝑃 =  𝑓𝐻 ∗ 𝑓𝑤 ∗ 𝑛𝑖 ∗  𝑛𝑜       (4.3) 
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The computational efficiency can be calculated by computing how many operations are 

performed for each trainable parameter. It is called MPP (MAC operations per each 

trainable parameter). The higher value for MPP indicates the high efficiency of the 

architecture. It can be calculated by dividing Equation 4.3 with Equation 4.2. 

𝑀𝑃𝑃 =   𝑛𝐻 ∗ 𝑛𝑤        (4.4) 

The high MPP shows that large computation is done for each parameter which results 

in effective usage of trainable weights. The FCL has an MPP value of 1 which is very 

low so it is avoided in the proposed network. The batch size ‘B’ can also help in 

increasing the value of MPP by the same factor but it will also increase the RAM 

utilization by the same amount so its value should be carefully chosen.  

4.2.4 Calculating the receptive field 

The area in the input image where a specific feature value at a given layer is looking is 

referred to as the receptive field. It is critical to select the appropriate network size since 

a deep layer has a large receptive field compared to the shallow layer which makes it 

ineffective in detecting small objects. The size of the receptive field is extremely useful 

in determining the appropriate scales for the feature map's default bounding boxes. It is 

also worth noting that not all places in the receptive field are equally essential, and their 

relevance decreases as the distance from the center pixel increases. It is shown in Figure 

4-2 where the field is calculated after the application of  3x3 convolution to the input 

feature map twice. The same color value is used to indicate the receptive field. 

 

Figure 4-2 Calculation of receptive field size 

The equations used for calculating the receptive field are given below. The value of ‘j’ 

indicates the jump between feature maps, ‘f’ indicates the size of the filter, ‘s’ indicates 

the stride and ‘p’ indicates the padding. 

The dimensions of the output map can be calculated as :  
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 𝑛𝑜 =  (
𝑛𝑖+2𝑝−𝑓

𝑠
) + 1        (4.5) 

Jump in the output map can be calculated as:  

𝑗𝑜 =  𝑗𝑖 ∗ 𝑠        (4.6) 

The size of receptive field is given by: 

𝑟𝑜 = 𝑟𝑖 + (𝑓 − 1) ∗  𝑗𝑖       (4.7) 

The center is given as:  

𝑟𝑐𝑜 =  𝑟𝑐𝑖 + (
𝑓−1

2
− 𝑝) ∗ 𝑗𝑖      (4.8) 

The receptive field is calculated recursively using the preceding equations starting with 

the leftmost pixel in the input image. The same equations can be used twice if the height 

and width of feature maps are different. It is a normal practice to use smaller between 

the two dimensions for computation. For each convolutional layer, the size of the 

receptive field is computed.  

The size of the receptive field and traffic signs are used for determining that Conv layers 

6 to 9 can be used for accurate TSD in the proposed architecture. The Conv layer 3 had 

some important features which are relevant for detecting small traffic signs so it was 

chosen for fusion. The shape of traffic signs is mostly rectangular or square which 

resulted in aspect ratio values of 0.5,1 and 2 for default bounding boxes. It was decided 

to have two bounding boxes with a ratio of 1 because many signs in the dataset were 

square and near to each other. 

4.2.5 Feature Fusion Network 

It is a well-known fact that shallow layers in CNN include rich detailed information 

which can be utilized for the detection of small traffic signs. The deep layers extract 

more semantic features needed for larger signs. The concatenation of layers can help in 

increasing the accuracy of the proposed network in detecting traffic signs with diverse 

sizes [8]. 

The visualization of features gave an idea that the architecture's Conv 3 layer contains 

rich features of traffic signs when their size is less than 0.01 percent of the input image. 
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These features are concatenated with features of Conv 5 layers for efficient detection 

of small signs. The design for the feature fusion module is illustrated in Figure 4-3: 

 

Figure 4-3 Architecture for feature fusion module 

There are two methods for fusing feature maps. The first technique employs 

concatenation of feature maps along the channels whereas the other technique employs 

the addition of feature maps from both the layers. These methods necessitate 

deconvolution [64] or up-sampling operation. This operation is the inverse of pooling 

and converts the low-resolution feature map to a high-resolution feature map. It is 

needed because the dimension of feature maps should match for fusion. The proposed 

module uses transposed convolution method for deconvolution. It also uses 

concatenation for fusing feature maps as this method preserves the features of each 

layer. The final pooling is applied after fusion for reducing the size of the feature map 

used for prediction which will save computation time and reduce the number of default 

boxes. 

4.2.6 Activation functions 

It employs Exponential Linear Unit (ELU) [105] as a non-linear function after every 

Conv layer except the final classification layer. The Softmax activation function is used 

in the output classification layer. The ELU is quite similar to the ReLU, however, the 

negative values are handled differently compared to RelU which truncates them to zero. 

The mathematical formula of ELU is given as: 

𝐹(𝑥) = 𝑥 𝑖𝑓 𝑥 > 0   
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    = 𝛼 ∗ (𝑒𝑥 − 1)  𝑖𝑓 𝑥 < 0    (4.9) 

Where α is taken as 0.5 in the proposed architecture for better convergence.  

The Softmax function allows the finding of normalized probability between 0 to1 for 

every class based on the activation values. When there are ‘C’ classes and ‘ai’ is the 

activation for ith class then Softmax function can be written as:   

𝐹(𝑎𝑖) =  
𝑒𝑎𝑖

∑ 𝑒𝑎𝑖𝐶
      (4.10) 

4.2.7 Loss Function for training 

The proposed architecture predicts the coordinates of bounding boxes for localization 

and probabilities of each class in the output. The loss function should take both these 

values into account for accurate detection. The smooth L1 loss [41] function is used for 

regression of bounding box coordinates. The categorical cross-entropy loss with hard 

negative mining is initially used for calculating loss for class probabilities. The final 

function is the addition of these two loss functions. 

The equation for classification loss is: 

𝐿(𝑤) =  −
1

𝐵
∑ log 𝐹(𝛼𝑖)𝑖      (4.11) 

The activations are passed through a softmax activation function ‘F’ before calculating 

loss. There are a large number of default bounding boxes without any object compared 

to boxes with objects which results in class imbalance. It can be neutralized using the 

concept of hard negative mining. The concept uses only a few of the difficult negative 

bounding boxes for the calculation of loss function. The ratio between negative and 

positive boxes is taken as 2. This loss function still suffered from class imbalance due 

to low training examples for some of the traffic signs. 

 

This imbalance is avoided using a new function called focal loss [70] which has a 

parameter that can be tuned for avoiding class imbalance. The equation for focal loss 

is: 

𝐹𝐿(𝛼𝑖) =  −(1 − 𝛼𝑖)𝛾 log 𝛼𝑖          (4.12) 
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Where 𝛾 is called the focusing parameter. If the value of 𝛾 is taken as 0 then the focal 

loss is similar to the softmax loss function. It is taken as 2 for training the proposed 

architecture.  

4.3 Implementation and results 

TensorFlow and the Keras frameworks are used to implement the proposed 

architecture. The proposed architecture is trained on a machine with a RAM of 8 GB 

and a 2.5 GHz Intel i5 processor. The machine also includes an NVIDIA GeForce-940 

GPU for faster training. The performance is evaluated using GTSDB [103] and 

Tsinghua-Tencent 100K [104] datasets. The architecture is also implemented on the 

Jetson Nano hardware platform. The training configuration used for training the 

proposed model is shown in Table 4-2. 

Table 4-2 Parameter values for training on GTSDB 

Parameter Value 

Input Resolution 800×1360×3 

Training Epochs 150 

Batch-Size 2 

Learning Rate 5e-3 

 

The choice of a suitable optimization technique is very important for training any CNN-

based architecture. We played around with a few optimization algorithms before 

arriving at ADAM [96] as it provided quicker convergence to the minimum loss 

function. The mathematical formulation for updating weights is explained in the last 

chapter so it is not presented here.  

4.3.1 Experimentation results on GTSDB    

The GTSDB is a very popular dataset that contains high-resolution images taken from 

a vehicle with 43 different classes of traffic signs. Most of the signs occupy less than 

one percent of the image dimensions. The dataset has images with different lighting 

conditions and different positions for traffic signs. The size and scale of traffic signs 

are also different and multiple signs are present in some of the images. It adds to the 

difficulty in detecting traffic signs using computer vision. The GTSDB dataset is 

divided into training and test parts with 739 images used for training and 131 used for 
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testing. The architecture is trained for 150 epochs and the detection results are shown 

in Figure 4-4. 

 

 

 

 

Figure 4-4 Results of traffic sign detection on GTSDB 

The architecture's performance is calculated by measuring mAP values for each class 

that has greater than 50 examples in the training set. The accuracy is calculated by 

dividing traffic signs into three different sizes: Small (Occupies 0.01 percentage of 

input resolution), Medium (0.01 to 0.05 percent of input resolution), and Big sizes 

(>0.05 percent of input resolutions). The precision value is 96.13% for large signs, 

85.68% for medium signs and 73.03% for small traffic signs. Figure 4-5 compares the 

mAP values of the proposed architecture on GTSDB [103] to that of existing 

algorithms. Arcos-Garcia, A. et al. [106] provided the results for the other algorithms. 

The performance of architecture is comparable or slightly better than that of Faster R-

CNN on large traffic signs. CTN increases the mAP value by about 1%. The inclusion 

of a feature fusion module increases mAP value by 4% for small traffic signs, making 

the architecture the best performer in smaller traffic signs. The use of focus loss also 

improves the mAP. 
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Figure 4-5 Comparison of mAP values on different image sizes 

4.3.2 Experiment results on Tsinghua-Tencent 100K 

Tsinghua-Tencent 100K dataset [104] is also used for measuring the performance of 

the proposed architecture which is larger compared to GTSDB and has images taken in 

more complex situations. The proposed architecture is trained for 150 epochs using 

ADAM optimizer on this dataset. The results are shown in Figure 4-6.   
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Figure 4-6 Results of traffic sign detection on Tsinghua-Tencent 1000K dataset 

The accuracy of the proposed method is calculated in terms of Mean Average Precision. 

It is compared with different architectures in the literature in Figure 4-7. 

 

Figure 4-7 Comparison of mAP values with other architectures 

It achieves a 38% precision value that is slightly less than the precision achieved by 

Faster R-CNN which uses ResNet 50 as a base architecture. The proposed model is 

designed for improving computational complexity which is discussed in the section 

below. 

4.3.3 The computational efficiency of the architecture 

The goal while designing the architecture was to target it for implementation on 

hardware platforms. This is achieved by deploying the architecture on the Jetson nano 

hardware platform for evaluating its performance. The time taken for inference is 

compared with different models which are designed with similar objectives. The 

comparison of inference time is shown in Figure 4-8. 
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Figure 4-8 Comparison of inference time with other architectures 

It achieves better performance compared to other architectures both on NVIDIA GTX- 

940 with an inference time of 220ms and on Jetson Nano with inference time 578ms. 

The requirement for memory to store the proposed model is compared in Figure 4-9. 

 

Figure 4-9 Comparison of memory requirement with other models 

It is 10x better than other architectures in terms of memory requirement and only 

requires 11MB of memory storage for storing the model. The comparison in terms of 

total trainable parameters required and FLOPs is shown in Table 4-3.  

It reduces the number of trainable parameters by six times compared to the best-

performing model and FLOPs by almost fifty times. 
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Table 4-3 Comparison of computational performance with other models 

  Total Number 

of trainable 

weights 

FLOPs (x 109) 

Faster R-CNN with Inception V2 

[106] 

1,28,91,249 120 

Faster R-CNN with Resnet50 

[106]  

4,33,37,242 533 

Faster R-CNN with Resnet101 

[106]  

6,23,81,593 625 

Faster R-CNN with Inception 

Resnet V2 [106] 

5,94,12,281 1,837 

R-FCN Resnet101 [106]                  6,45,94,585 269 

SSD with Mobilenet [106]                     55,72,809 2.3 

SSD with Inception V2 [106]                   1,34,74,849 7.59 

YOLO V2 [106]                       5,05,88,958 62.78 

Proposed Model 9,45,088 0.042 

 

The proposed architecture is implemented on the Jetson Nano hardware platform. The 

inference time for detecting traffic signs on Jetson Nano is 578ms which is 1.5 times 

quicker than other models available in the literature. The detection results on Jetson 

Nano is displayed in Figure 4-10. 
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Figure 4-10 Traffic sign detection results on Jetson Nano 

4.4 Traffic light detection and classification 

Traffic light detection (TLD) is a vital part of both autonomous vehicles and DAS. The 

challenges occurring in Traffic light detection include illumination variation, 

occlusions, and background objects. The background objects include traffic signs, 

billboards, vehicle tail-lights, etc. The challenges become more pronounced during 

low-illumination conditions. 

In this implementation two-stage, CNN based approach is taken in traffic light detection 

and classification. The module consists of two CNN-based models in tandem: traffic 

light detection (localization) and (light) color classification. Traffic light detection takes 

a captured image as input and produces the bounding boxes as the output which are fed 

into the classification model. The same detection model proposed for TSD is used for 

traffic light detection. 

The detected traffic lights are cropped and resized to 32×32 resolution before applying 

to CNN for classification. A simple CNN is used for classification. It consists of three 

convolutional layers with a 3x3 kernel and stride of 1. The last two Conv layers are 

followed by max-pooling layers. The flattening layer and two fully connected layers 

are added for classification. It classifies the image in terms of Red, green and yellow 

colors. This architecture is implemented using Keras framework with Tensorflow as 

backend. It is trained on a total of 2000 images with 90% of them used for training and 

10% of them used for validation. 

The performance of the traffic light detection algorithm is verified using LARA and 

Bosch dataset videos. The sample results are shown in Figure 4-11 below: 
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Figure 4-11 Results of traffic light detection 

The traffic lights are classified into three different classes by using a simple CNN 

architecture which is trained on 2000 images. The accuracy and loss curves during 

training are shown in Figure 4-12 below: 

 

Figure 4-12 Accuracy and loss curves for traffic light classification 
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The results of traffic light classification into three different colors are shown in Figure 

4-13 below: 

 

Figure 4-13 Results of traffic light classification 

 

4.5 Summary 

This chapter proposes a deep learning architecture for traffic sign identification that can 

be implemented on hardware platforms with constrained resources without affecting 

detection accuracy. The architecture allows high-resolution images as input which 

removes the steps of resizing and preserves the dimensions of traffic signs. It uses 

trainable CTN to make the system insensitive to changes in lighting and a feature fusion 

network to detect signs of varied sizes. The addition of this module increases the 

precision value by 4% on small traffic signs. It results in the reduction of training 

parameters by six times and FLOPs by about fifty times. It also reduces memory 

footprint by about ten times. Its performance on a hardware platform is better compared 

to similar architectures available in the literature. The chapter also proposes a fully 

CNN architecture for traffic light detection and classification. It also achieves great 

performance on well-known datasets used for traffic light detection. 
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5. On-road object detection under complex conditions 

5.1 Introduction 

Object detection is a rapidly expanding field that has attracted a large number of 

researchers in the previous decade. It has enormous potential in DAS or autonomous 

driving solutions in intelligent transportation systems because it is less expensive than 

Radar and Lidar [109]. Object detection for DAS can be difficult because it must 

recognize a variety of items such as cars, autos, bicycles, pedestrians, traffic lights, and 

so on in difficult road and weather conditions. If properly implemented, this technology 

can assist drivers in adhering to traffic regulations and avoiding accidents. 

The essential requirements for using object detection for DAS are speed, accuracy, and 

sensitivity [7]. Occlusion, illumination, motion blur, rain, fog, and other factors can all 

have an impact on the accuracy of object detection in DAS. Despite the challenges, 

recent advances in deep learning-based algorithms have improved the accuracy of 

object detection. This progress is being aided by the availability of massive annotated 

datasets that can be used to train these deep learning algorithms. Kitti [110], Udacity 

[111], and the Indian Driving dataset [71] are examples of datasets that can be utilized 

to train algorithms for object detection in DAS. 

Most of these methods are resource-intensive and necessitate a substantial amount of 

processing power to achieve acceptable accuracy [112]. This precludes their use on 

embedded devices for real-time inference. Most of the algorithms in the literature are 

intended to analyze low-resolution images that necessitate the resizing of high-

definition images captured with the most recent cameras. The majority of the objects in 

DAS like bicycles, cars, and pedestrians are small in size and occupy only a small area 

of the whole image. When photos are scaled to the lower resolutions required for deep 

learning networks, these objects are not identified effectively. 

Given the limitations mentioned above, this chapter presents a CNN architecture for 

object detection in DAS that can be implemented on a hardware platform. These objects 

include cars, autorickshaws, bicycles, trucks, pedestrians, etc. Rain streaks have a 

significant impact on the performance of object detection systems because of the 

similarities in structure and orientation of objects with rain streaks. The proposed 
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technique adds a fully convolutional de-raining network in the object detection pipeline 

which allows detection of an object in rainy conditions. The proposed architecture is 

lightweight and fast which allows its implementation on the resource-constrained 

Jetson Nano Development Platform. 

The proposed architecture and its results are published in [113]. The following 

contributions are made by the proposed architecture: 

 When compared to previous object detection architectures, it has a lightweight 

feature extractor that allows the processing of high-resolution images. It also 

preserves features of a small object in shallow architecture, which can improve 

the accuracy of small object detection. 

 It includes a fully convolutional de-raining network in the object detection 

pipeline which allows accurate object detection in rainy situations. It also 

proposes a modified SSIM [114] loss function which improves the performance 

of the de-raining network. 

 It employs a trainable CTN with 1x1 convolution layers for adjusting to 

different illumination conditions. It also employs dilated convolution [7] and 

feature fusion [8] methods to improve the accuracy of small object detection. 

 It proposes a class weight penalization strategy to avoid class imbalance in the 

training dataset. 

 The network reduces memory usage and FLOPs by nearly three times when 

compared to similar architectures proposed in the literature with comparable 

accuracy results.  

 The lightweight nature of the proposed model allows efficient implementation 

on the Jetson Nano hardware platform [10]. The CNN architecture is further 

optimized using TensorRT [11], which aids in Jetson Nano acceleration. 

The chapter is organized as follows. Section 5.2 describes the proposed de-raining and 

object detection architecture along with various components of the architecture. Section 

5.3 includes the experimentation results and performance analysis of the proposed 

architecture. 
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5.2 Proposed object detection pipeline in rainy conditions 

The proposed pipeline will be discussed in two sections, the first of which will describe 

the de-raining network and the second of which will describe the object detection 

architecture. 

5.2.1 Proposed image de-raining architecture  

Figure 5-1 depicts the proposed image de-raining architecture. 

 

Figure 5-1 Proposed de-raining architecture 

Most previous architectures based on CNN attempted to learn the mapping between 

clear and rainy images, which has a wide mapping range and can degrade the 

performance of the CNN design. The proposed architecture employs a similar concept 

as proposed in [85] to reduce the mapping range from input to output. The rainy image 

is split into base and detail layers based on the information contained in the image. The 

base layer is generated by passing the rainy image through a low pass filter, and the 

detail layer is created by subtracting the base layer from the original rainy image.  

The detail layer will be devoid of any background information and will only contain 

the image's finer details, with the majority of the pixel values close to zero. This detail 

layer will be fed into the trainable CNN architecture as an input. Instead of directly 

forecasting the clean image, the trainable architecture attempts to predict the difference 

between the clean and rainy images. This is known as a negative residual and it simply 

requires learning of the rain streaks in an image. This drastically minimizes the mapping 

range for the learnable CNN network which aids in performance improvement. 

The design presented in [85] employed deep ResNet architecture which necessitates a 

considerable amount of computational resources and does not serve the objective of the 
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proposed implementation. To learn the mapping between deep layer and negative 

residual, the proposed architecture employs an eight-layer simple CNN architecture 

with no skip connections. The following equation explains the mathematical 

formulation for the architecture. The input rainy image is denoted by the ‘I’, and the 

output image is denoted by the ‘O’. 

𝐼𝑑𝑒𝑡𝑎𝑖𝑙
0 = 𝐼 − 𝐼𝑏𝑎𝑠𝑒    (5.1) 

𝐼𝑑𝑒𝑡𝑎𝑖𝑙
𝑙 = 𝑅𝑒𝑙𝑈(𝑊𝑙 ∗  𝐼𝑑𝑒𝑡𝑎𝑖𝑙

𝑙−1 +  𝑏𝑙) 𝑤ℎ𝑒𝑟𝑒 𝑙 = 1 𝑡𝑜 𝐿 − 1   (5.2) 

𝑂𝑎𝑝𝑝𝑟𝑜𝑥 = 𝑅𝑒𝑙𝑈(𝑊𝐿 ∗  𝐼𝑑𝑒𝑡𝑎𝑖𝑙
𝐿−1 +  𝑏𝐿) + 𝐼    (5.3) 

Where ‘L' represents the total number of layers, ‘Wl' represents the weights at each 

layer, and ‘bl' represents the biases. The symbol '*' denotes the convolution operation 

at each layer. The kernel size at each layer is set to 3x3 with a total of 32 kernels in 

each layer. The proposed architecture is trained on patches with a size of 128 by 128. 

As previously explained, the trainable network learns the negative residual between 

clean and rainy images, thus the original rainy image is added to the output of the last 

layer to produce the final clean image. As suggested in [85], we began by training the 

architecture with MSE as a loss function. The function is denoted by the following 

equation: 

𝐿 =  ∑ ‖𝑂𝑎𝑝𝑝𝑟𝑜𝑥𝑖 −  𝑂𝑖‖
𝐹

2𝑁
𝑖=1     (5.4) 

According to the equation, the loss function is the sum of the Frobenius norms between 

the anticipated picture (Oapproxi) and the clean image (Oi). The accuracy of de-raining 

architecture is evaluated using SSIM as a performance metric [114]. SSIM is an 

excellent measure for determining structural similarity between two pictures [114]. The 

SSIM matrix provides a quantitative estimate of the perceptual quality of distorted 

images in comparison to the reference image. SSIM is better at mimicking the human 

ability to identify structural information and use it to distinguish between two images. 

It calculates brightness, contrast, and structural properties. The following is the 

mathematical equation for calculating SSIM. 

𝑆𝑆𝐼𝑀(𝑥, 𝑦) =  
(2𝜇𝑥𝜇𝑦+𝐶1)(2𝜎𝑥𝑦+𝐶2)

(𝜇𝑥
2+ 𝜇𝑦

2+ 𝐶1 )(𝜎𝑥
2+ 𝜎𝑦

2+ 𝐶2 )
    (5.5) 



On-road object detection under complex conditions 

 

90 

 

𝐿 = 1 − 𝑆𝑆𝐼𝑀(𝑥, 𝑦)    (5.6) 

Where ‘x' represents a distorted image and ‘y' represents a reference image. ‘µ’ denotes 

the mean operation of intensity values, while ‘σ’ denotes the standard deviation. ‘C1' 

and ‘C2' are numeric constants that are utilized to ensure mathematical stability. The 

modified SSIM function ‘L’ is proposed in this research as an objective function for 

training the de-raining architecture. The value of SSIM is in the range of 0 to 1 which 

must be maximized during training of the network. As a result, 1 – SSIM can be utilized 

as a loss function which is to be minimized during training. The usage of SSIM 

increases the performance of the de-raining architecture which will be described later 

on in this chapter. 

5.2.2 The proposed object detection architecture  

Figure 5-2 depicts the proposed object detection architecture. 

 

Figure 5-2 Proposed object detection architecture 

The proposed object detection architecture is based on the SSD [41] design, which 

provides a good balance of accuracy and performance. It is similar to the architecture 

suggested in the last chapter with minor changes in the dilated convolution and feature 

fusion layers. The architecture employs feature maps from the last four convolution 

layers of various sizes for object detection and classification. The Non Maximum 

Suppression block is used to filter out multiple boxes at the same position as well as 

detections with low confidence. Some architectural improvements are proposed with 

the eventual goal of implementing the object detection pipeline on a hardware platform 
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with adequate accuracy. The trainable CTN technique [91] is used as the architecture's 

first few layers which determines the best color channels required for the current 

application.  

The architectural choices are done following the careful evaluation of image size, the 

size of objects to be detected, and receptive field calculation. A feature extractor with 

five convolutional layers, dilated convolution in the fourth layer, and a feature fusion 

layer is designed. The dilated convolution approach increases the receptive field area 

without increasing the trainable parameters which allow shallow networks to identify 

small objects [7]. The feature fusion module [8] aids in the detection of small objects. 

The proposed architecture also employs ELU [105] as an activation function.  

The choice of scale and aspect ratios for default bounding boxes has a significant impact 

on the architecture's performance. They are picked depending on the size of the feature 

map, the size of the images, and the size and shape of the objects in the dataset. At each 

prediction layer, the proposed architecture employs six default bounding boxes with 

aspect ratios of [0.20, 0.33, 0.5, 1.0, 1.0, 2.0]. The prediction layers in the design have 

scale values of [0.08, 0.16, 0.32, 0.64, 0.96]. The scale for the second bounding box 

with aspect ratio 1 is determined by the current feature map scale and the next feature 

map scale. 

The design employs traditional cross-entropy loss with hard negative mining and a class 

weight penalization strategy to avoid class imbalance between positive and negative 

boxes and along with classes in the dataset. The architecture is further optimized with 

hardware optimization techniques such as TensorRT [11] for improving performance 

on the hardware platform. It is explained in the following section. The concepts relevant 

to the proposed architecture are discussed below: 

5.2.3 Feature Fusion Network 

Shallow layers in deep CNN designs provide rich detail information about an image, 

whereas deep levels have more semantic feature information [12]. As a result, features 

of shallow layers can considerably aid in the detection of small objects, whilst deeper 

layers can aid in the detection of large objects. During the visualization of learned 

feature maps in the proposed architecture, it was discovered that the conv3 layer 

provided rich feature information for objects that were 1-5 percent larger than the 

original image. If the conv3 layer is used directly as the prediction layer, the 
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computation time for default bounding boxes will increase, slowing down the 

performance of the overall architecture. As a result, the feature fusion [8] approach 

which permits the concatenation of feature maps is utilized to improve architectural 

performance on small objects. The architecture feature fusion module which is slightly 

different from the last chapter is shown in Figure 4-3. 

 

Figure 5-3 Architecture of feature fusion module 

The proposed module uses a Conv layer sandwiched between two transpose 

convolution layers for better feature extraction.  

5.2.4 Data Augmentation Techniques 

The goal of applying various data augmentation strategies to train the architecture is to 

make the model more robust in real-world scenarios. The translation augmentation 

technique is used which randomly shifts the image vertically and horizontally by a few 

pixels. The brightness of the image is changed randomly to make the model more 

resistant to changes in illumination. Images are randomly scaled by a factor of 0.7 to 

1.4 for making the architecture invariant to the size of an object. Some images are 

randomly flipped which allows the network to detect objects in random orientations. 

5.2.5 Loss Function with hard negative mining and Class Weight Penalization  

The loss function is a sum of L1 loss for localization and cross-entropy or softmax loss 

for classification [41]. The majority of the default bounding boxes will not contain any 

objects that will sway the bias of the detection algorithm. The hard negative mining 
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strategy similar to the last chapter is employed to train the architecture. It increased 

accuracy by over 1%.  

The second type of imbalance occurs when the dataset has many examples of one class 

but few examples of another. All datasets utilized for DAS have a disproportionate 

number of samples of cars compared to other objects. To counteract this effect, the class 

weight penalization strategy is applied. The techniques like Synthetic Minority 

Oversampling Technique (SMOTE) can be used to avoid class imbalance but it is 

observed from literature that it works well on structured data but tends to overfit in 

unstructured data like images. It gives weights to each class which is learned from the 

dataset. Losses in classes with fewer examples are given more weightage than losses in 

classes with more examples. The weighted cross-entropy loss [115] is employed for 

optimization, and it outperforms the original loss function. The equation for weighted 

cross-entropy is given below: 

𝐿 =  −
1

𝑀
 ∑ ∑ 𝑤𝑘 ∗ 𝑦𝑚

𝑘 ∗ 𝐿𝑜𝑔( �̂�𝑚
𝑘 )𝑀

𝑚=1
𝐾
𝑘=1      (5.7) 

Where ‘M’ is the number of training examples, ‘K’ is the number of classes, ‘𝑤𝑘’ is a 

weight for class ‘k’, ‘y’ is the true label and ‘�̂�’ is predicted label.  

5.2.6 Optimization using TensorRT 

The purpose of this study is to build a prototype of the architecture on a hardware 

platform that can be integrated into any intelligent transportation system. It is critical 

for DAS that videos are processed only at the edge rather than transmitted to the cloud 

and waiting for a decision. Jetson Nano board is chosen as described earlier for 

deploying architecture.  

This research employs the TensorRT [11] runtime optimization engine for high-

performance inference rather than directly implementing it on Jetson Nano [10]. It 

converts model parameters to a floating-point 16-bit resolution which saves memory 

and power. This helps in the improvement of inference time. Some changes have been 

made to the computational graph of CNN. The unused output layers are removed and 

convolution, bias, and ReLU operations are merged for speeding up the computation in 

CNN. 
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5.3 Experimentation results of the proposed pipeline 

The de-raining object detection pipeline is implemented and tested on a computing 

platform with 8GB of RAM and a 2.5GHz Intel i5 processor. In addition, the computing 

platform includes an NVIDIA GeForce 940 GPU with 4GB of dedicated GPU memory, 

which aids in the acceleration of the proposed design. This section will present the 

results for the de-raining and object detection architectures separately, followed by the 

combined results for the end-to-end design. 

5.3.1 Implementation results for de-raining network 

It is difficult to obtain a pair of rainy and clean images from the real world to train the 

model. The proposed de-raining architecture is trained on a dataset provided by the 

authors of [84,85] which includes images randomly selected from the UCID dataset 

[116] with rain streaks added in random orientations to mimic real-life rain scenarios 

using Photoshop. The training dataset is improved by adding rain streaks on images 

from the Indian driving dataset.  

The architecture is trained for over 3 million iterations with a batch size of 16 using 

randomly picked 128x128 patches from training images. The ADAM [96] optimizer is 

used for training the model with a starting learning rate of 0.1 that is lowered by a factor 

of 10 after every million iterations. The model is initially trained using MSE loss and 

subsequently with modified SSIM loss for performance comparison. The performance 

is assessed qualitatively using visual examination and quantitatively with SSIM and 

PSNR. The architecture is also evaluated on Jetson Nano. The inference time on the 

Laptop GPU and Jetson Nano is compared to other architectures. 

We will first examine the qualitative and quantitative performance of the proposed 

architecture on three rainy images derived from test data. The qualitative findings are 

depicted in Figure 5-4 below. 

As can be seen in the figure, the results of the Discriminative Sparse Coding (DSC) 

[117] approach have a lot of rain streaks whereas the layer priors [81] method also has 

some rain artifacts. Both of these solutions rely on low-level image properties that are 

incapable of totally removing rain. 
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(a) Rainy Image (b) DSC [117] (c)  Layer Priors[81] (d) ResNet [85] (e) Proposed Method 

Figure 5-4 Visual comparison between different de-raining methods 

Deep detail network in [85] employs deep Resnet architecture and performs well on 

these images. The proposed method is also capable of entirely removing rain streaks 

and artifacts from images while keeping image information necessary for object 

detection. Table 5-1 shows the quantitative comparison in terms of SSIM for these 

photographs and the average SSIM on test data of 1400 images: 

Table 5-1 Comparison of SSIM value for different test images 

Images DSC [117] Layer Priors 

[81] 

ResNet [85] Proposed 

method with 

MSE Loss 

Proposed 

method with 

SSIM Loss 

Umbrella 0.80 0.82 0.86 0.862 0.912 

Flower 0.77 0.81 0.92 0.819 0.844 

Girl 0.71 0.80 0.90 0.812 0.899 

Test Data 0.78 ± 0.12 0.87 ± 0.07 0.90 ± 0.05 0.87 ± 0.04 0.88 ± 0.04 

The performance of the architecture improved when we utilize custom SSIM loss 

instead of MSE loss. It performs better compared to the Layer prior approach [81] and 

DSC [117]. The lower performance when compared to the DDN-ResNet technique [85] 

can be attributed to the lightweight nature of the proposed architecture. It employs only 

eight convolutional layers as opposed to more than 50 in DDN-ResNet [85]. The 
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performance is further evaluated in terms of PSNR metrics and compared to other well-

known de-raining techniques available in the literature. Table 5-2 compares the 

performance in terms of these two matrics. 

Table 5-2 Quantitative comparison between different de-raining architectures 

 ID[118] AMNF[119] DSC[117] CCRR[62] RESNT[85] U-NET 

GAN[89] 

Proposed 

Method 

SSID 0.82 0.85 0.87 0.85 0.90 0.85 0.88 

PSNR 22.23 22.33 25.79 25.05 - 24.52 30.94 

 

The proposed architecture performs well in terms of both the metrics. The PSNR value 

for the method in [85] is not available. The performance in terms of execution time for 

various image sizes is done to see the effect of lighter architecture. It is shown in Table 

5-3 below. 

Table 5-3 Comparison of execution time between different architectures (in Seconds) 

Image Sizes DSC [117] Layer Priors 

[81] 

ResNet [85] Proposed 

Work 

[NVIDIA 

Geforce 

940] 

Proposed 

Work 

[Jetson 

Nano] 

250 x 250 54.9 169.6 0.2 0.035 0.12 

500 x 500 189.3 674.8 0.3 0.14 0.46 

750 x 750 383.9 1468.7 0.5 0.303 1.02 

The proposed method considerably improves the performance in terms of execution 

time on Desktop GPU. The lightweight nature of the proposed architecture allows easy 

implementation on Jetson Nano and its performance on Jetson Nano is also superior to 

other de-raining methods. 

5.3.2 Implementation results of Object Detection Architecture 

The proposed object detection architecture is trained and tested on a variety of object 

detection datasets, including Kitti [110], the Udacity Self-driving Car Dataset [111], 

and IDD [71]. The performance of the architecture is compared with other architectures 
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available in the literature. Table 5-4 shows the training and testing setup for all of these 

datasets: 

Table 5-4 Training setup for object detection architecture 

 Kitti [110] Udacity [111] IDD [71] 

No. of Training 

Images 

7481 18727 31569 

No. of Testing 

Images 

501 4341 10255 

Image Size 400x1200 400x512 400x512 

No of Classes 8 6 15 

  

The implementation results of various datasets are shown in separate sections below. 

5.3.2.1 Results on Kitti Dataset 

The kitti [110] is a widely used object detection dataset in the literature that has eight 

different object classes. The architecture is trained for 20 epochs using an ADAM 

optimizer [96]. The object detection results on various test images are shown in Figure 

5-5 below. 

  

  

Figure 5-5 Results on Kitti dataset 
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The architecture can detect occluded objects as well as objects that are far away from 

the camera and small in size. The mAP is used as a performance matrix and it is 

calculated for easy, moderate, and difficult detections. The easy detection is determined 

by a minimum bounding box height of 40px with no occlusion and a maximum 

truncation of 15%. Moderate detection is specified by a minimum bounding box height 

of 25px with partial occlusion and a maximum truncation of 30%. Hard detection is 

characterized by a minimum bounding box height of 25px, a challenging occlusion 

level, and a maximum truncation of 50%. The mAP value for each class is listed in 

Table 5-5 below: 

Table 5-5 Average precision of all classes in Kitti dataset (in %) 

Class Easy Moderate Hard 

Car 91.59 90.17 84.73 

Pedestrian 75.07 72.29 62.71 

Truck 93.01 92.23 85.09 

Cyclist 80.46 78.78 61.18 

Tram 93.62 92.45 81.92 

Van 81.62 81.3 63.98 

Person-sitting 71.03 70.29 59.88 

Misc 74.58 73.19 43.41 

mAP 82.62 81.39 66.73 

 

The architecture can give high precision for all classes even though the training 

examples are very low for some of the classes due to data augmentation and class 

weight penalization techniques. This performance is compared with other well-known 

models.  The comparison is shown in Table 5-6 below. Few of the results of other 

methods are taken from [112]. 

Table 5-6 Comparison of average precision values with other datasets 

Method Average Precision (%) 

 Vehicle Pedestrian 

 Easy Moderate Hard Easy Moderate Hard 

Faster R-CNN [28] 86.71 81.84 71.12 76.21 62.14 60.33 

SSD [41] 77.71 64.06 56.17 25.12 18.20 16.21 

YOLO V2 [120] 76.79 61.31 50.25 22.16 16.16 15.82 

MS-CNN [121] 90.03 89.02 76.11 84.12 74.98 63.48 
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ShuffleNetv2 [112] 88.46 84.31 73.12 80.63 72.18 64.02 

Proposed Method 88.06 87.06 75.38 75.07 72.29 62.71 

As can be seen from the table, the architecture works well on easy, moderate, and 

difficult instances. Some architectures outperform the proposed architecture which can 

be attributed to their complexity or deep architecture. These architectures are difficult 

to implement on hardware platforms. The proposed architecture is intended to be 

efficient on embedded platforms as demonstrated by comparing the computational 

complexity of the architecture to that of other architectures in Table 5-7 below. The 

results for other methods are taken from [112] and [76]. 

Table 5-7 Comparison of computational complexity with other datasets 

Method Model 

Size 

(MB) 

GFLOPs FPS 

   Laptop GPU Jetson 

TX2/Nano 

Faster R-CNN [28] 520 150 1 0.8 

SSD [41] 35 1.2 3 8 

ShuffleNetv2 [112] 30 1.12 17 11 

EfficientDet-Lite 

[76] 

60 48 - 1.7 

Yolo3-tiny [76] 35 33 - 10.3 

Yolo3-tiny-3I [76] 36 43 - 8.0 

Proposed Method 10.68 0.399 17 7 

The computational complexity is measured in terms of total memory size, FLOPs, and 

frames processed per second. The architecture requires three times less RAM compared 

to other architecture. The lightweight nature of the architecture is demonstrated by a 

nearly threefold reduction in FLOPs. The architecture takes about 0.06 seconds to 

process a single image which equates to about 17 FPS on a desktop GPU. This 

architecture is implemented on the Jetson Nano hardware platform which could process 

approximately 7 FPS. Other architectures in the literature were deployed on the Jetson 

TX2, which has about three times the computing capacity of the Jetson Nano, therefore 

if the proposed architecture is implemented on the Jetson TX2, it will provide 

equivalent or higher performance than other architectures in the literature. 
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5.3.2.2 Results on Indian Driving Dataset 

This dataset is unique in that it takes into consideration Indian driving circumstances as 

well as things seen solely on Indian roadways [71]. The collection has 15 different 

object classifications. The ADAM optimizer [96] is used to train the architecture for 15 

epochs. The results of object detection on various test images are displayed in Figure 

5-6 below. 

  

  

Figure 5-6 Results on Indian driving dataset 

The IDD dataset has many classes compared to the other two datasets with classes like 

motorcycles and autorickshaws which are mostly seen on Indian Roads. The 

architecture can detect most of the objects even with random orientations and 

occlusions. The performance is calculated by measuring mAP for classes in the test set. 

The performance of the architecture is compared with other architectures on the same 

dataset in Table 5-8 below: 

Table 5-8 Performance comparison with other architectures on IDD 

Architecture mAP (%) 

YOLO-V3 with DarkNet-53 [68] 11.7 

Poly-YOLO with SE-DarkNet [68] 15.2 

Mask R-CNN with ResNet-50 [68] 17.5 
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Retina-Net [66] 22.1 

Faster R-CNN [65]  18.45 

Faster R-CNN with domain transfer [65] 24 

Proposed Architecture (Version1) 16.42 

Proposed Architecture (Version2) 19.31 

The architecture's performance is evaluated in two situations. The version 1 architecture 

is a straightforward CNN architecture that lacks feature fusion, dilated convolution, and 

class weights in the loss function. These changes are included in the second version. 

Adding feature fusion and class weights increases performance for all classes in the 

dataset. The proposed architecture outperforms the majority of the other architecture. It 

performs poorly when compared to RetinaNet and Faster R-CNN variants which can 

be attributed to the complexity of their architectures. 

5.3.2.3 Results on Udacity Self Driving Car Dataset 

The Udacity self-driving dataset includes images from five different classes [111]. To 

add a sixth class to this dataset, images of autorickshaws in Indian settings [122] are 

added to the Udacity dataset. The design is trained for 25 epochs using the ADAM 

optimizer [96]. The results of object detection on various test images are displayed in 

Figure 5-7 below. 

  

  

Figure 5-7 Results on udacity self-driving car dataset 
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As can be seen from the figure, the architecture can detect objects with various sizes 

and aspect ratios. It can detect some of the traffic lights but its performance is not good 

as Car class because there are very few training annotations provided for the Traffic 

light Class. The performance is calculated by measuring mAP for images in the Test 

Data. The value of mAP for all classes are shown in Table 5-9 below: 

Table 5-9 Average precision of various classes in Udacity dataset (in %) 

Architecture Car Truck Pedestrian Auto mAP 

Version 1 74 22 19 77 48.09 

Version 2 76 24 27 79 51.47 

 

The performance is again measured for both versions of the architecture. The second 

version improves the mAP values by almost 3% with an almost 8% increase in the 

Pedestrian class which has a small size and fewer examples in the training set. 

5.3.2.4 Analyzing detection failure on images 

The proposed object detection algorithm fails to detect objects in certain cases. This 

section analyzes a few of these scenarios by visual inspection. The images on which 

the object detection algorithm fails are displayed in Figure 5-8. The failed detection are 

surrounded by a green rectangle. 

  

  

Figure 5-8 Detection failure by the proposed architecture 
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The motorcycle in the top-left image is not detected due to extensive truncation. As 

illustrated in the top-right and bottom-left images, the system also fails to distinguish 

sitting or truncated pedestrians. When the object is very far away from the camera then 

the algorithm also fails to detect it as demonstrated in the bottom-right image. It can be 

concluded that when there is a lot of truncation or deformation, or when the size of an 

item is very small then the performance of the algorithm is poor. 

5.4 Implementation results of combined Architecture 

The rain removal and object detection architectures are combined to detect objects in 

rainy situations. The weights of the rain removal network are fine-tuned by training 

them on IDD images with rain streaks added. Figure 5-9 shows the detection results for 

combined architecture. 

   

   

(a) Rainy Image (b) De-rained image (c) Object detection Results 

Figure 5-9 Results of object detection on rainy images 

Dense streaks are added to images in IDD compared to the earlier UCID dataset to 

simulate real-time rainy conditions. The output of the de-raining network and object 

detection network is also in the figure. The proposed object detection architecture 

without a de-raining network achieved an mAP of 12.36% on the rainy images which 

increased to 18.1% after incorporating a de-raining network. The combined architecture 

achieved similar performance in rainy conditions as compared to without rain 

conditions. The performance of the combined architecture is compared with other 

architectures in the literature by measuring its performance on the DAWN dataset [123] 
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which has a collection of 1000 images for real traffic conditions in adverse weather 

conditions. The comparison is shown in Figure 5-10 below. 

 

 

Figure 5-10 Performance comparison of proposed architecture on DAWN dataset 

The proposed architecture achieves a 25.41% mAP value on the DAWN dataset [123] 

which is comparable to other architecture in the literature with a large reduction in 

memory requirement and computational usage. The architectures proposed in [124] and 

[125] have Resnet50 architecture which has a model size of 98MB while the proposed 

model only takes around 12 MB of memory storage. The proposed architecture does 

not use any ensemble approach or voting as is the case with other architectures which 

also makes the proposed architecture speed efficient.  The proposed combined 

architecture takes around 0.11s to process the entire image. The overall architecture has 

about one million trainable parameters which make it ideal for implementation on 

embedded platforms. 

5.5 Summary 

This chapter provides a lightweight and fast CNN architecture for object detection that 

is implemented on the Jetson Nano hardware platform. It also proposes incorporating a 

de-raining network into the object detection pipeline which improves the system's 

performance under rainy situations. The de-raining network is a shallow 

computationally efficient network with a modified SSIM loss function that performs 

similarly to a deep neural network. The object detection architecture incorporates a 
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shallow feature extractor with feature fusion and dilated convolutions principles which 

improve performance on small objects. The performance is examined on three well-

known object detection datasets and it achieves good detection accuracy. The 

architecture is computationally very efficient, reducing memory utilization and FLOPs 

by three times. The object detection pipeline is tested using synthetically added rain 

streaks on the IDD dataset, which takes roughly 0.11s for inference and uses 12MB of 

memory.  
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6. Conclusion and Future Work  

6.1 Conclusion 

Object detection can play a very crucial role in any DAS which can be integrated with 

an intelligent transportation system. It is a complex computer vision problem with 

challenges like illumination, size of the object, adverse weather conditions, occlusion, 

and clutter affecting the performance of the system. The implementation of the system 

on hardware is even more difficult as accurate object detection algorithms based on 

deep learning require large computational resources and memory. This thesis proposes 

a speed-efficient and lightweight CNN architecture for object detection and 

classification which is implemented on the Jetson Nano hardware platform. It proposes 

efficient TSC architecture which is illumination and transformation invariant and can 

be trained without any preprocessing steps. It also proposes the integration of a de-

raining network in the object detection pipeline which improves the performance of the 

system in rainy conditions. The proposed de-raining network is a shallow 

computationally efficient network that gives comparable performance to a deep neural 

network by using a modified SSIM loss function. The proposed object detection 

architecture has a shallow feature extractor compared to the original SSD with feature 

fusion and dilated convolutions concepts which improve the performance on small 

objects. The performance of traffic sign detection architecture is evaluated on GTSDB 

and Tsinghua-Tencent 1000K datasets. It is extremely lightweight and achieves 

comparable results in terms of detection accuracy with other architectures. The 

performance is particularly impressive on small traffic signs. The performance of the 

architecture for other objects is evaluated on three well-known object detection datasets 

and it achieves good detection accuracy. The architecture is computationally very 

efficient with a three times reduction in memory usage and FLOPs. The overall object 

detection pipeline is evaluated on synthetically added rain streaks on the IDD dataset 

which takes around 0.11s for inference and 11MB of memory usage.   

6.2 Future work  

The performance of the proposed object architecture can be improved further in the 

future in terms of detection accuracy by making further architectural modifications. The 

single architecture can also be trained for both traffic signs and other objects. Only rainy 
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conditions are taken into consideration for evaluating the current approach but the 

concept can be further extended for snowy and foggy conditions. The concept of GAN 

can be used for synthetic data generation which emulates various traffic and weather 

conditions encountered in real life. This data can be used to train the CNN-based 

architectures. The proposed approach in the research can work on videos but it will 

process each frame separately so temporal information can also be used for improving 

the detection performance on videos.  
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